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Imagine you are on vacation away from home …

Directed Graph Model:
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a recurrent graph structure. We have performed preliminary
exploration (Savard, 2011) of deterministic variants of deep
auto-encoders whose computational graph is similar to that of
a deep Boltzmann machine (in fact very close to the mean-
field variational approximations associated with the Boltzmann
machine), and that is one interesting intermediate point to ex-
plore (between the deterministic approaches and the graphical
model approaches).

In the next few sections we will review the major de-
velopments in single-layer training modules used to support
feature learning and particularly deep learning. We divide these
sections between (Section 6) the probabilistic models, with
inference and training schemes that directly parametrize the
generative – or decoding – pathway and (Section 7) the typ-
ically neural network-based models that directly parametrize
the encoding pathway. Interestingly, some models, like Pre-
dictive Sparse Decomposition (PSD) (Kavukcuoglu et al.,
2008) inherit both properties, and will also be discussed (Sec-
tion 7.2.4). We then present a different view of representation
learning, based on the associated geometry and the manifold
assumption, in Section 8.

First, let us consider an unsupervised single-layer represen-
tation learning algorithm spaning all three views: probabilistic,
auto-encoder, and manifold learning.

Principal Components Analysis

We will use probably the oldest feature extraction algorithm,
principal components analysis (PCA), to illustrate the proba-
bilistic, auto-encoder and manifold views of representation-
learning. PCA learns a linear transformation h = f(x) =
W

T
x + b of input x 2 Rdx , where the columns of dx ⇥ dh

matrix W form an orthogonal basis for the dh orthogonal
directions of greatest variance in the training data. The result
is dh features (the components of representation h) that
are decorrelated. The three interpretations of PCA are the
following: a) it is related to probabilistic models (Section 6)
such as probabilistic PCA, factor analysis and the traditional
multivariate Gaussian distribution (the leading eigenvectors of
the covariance matrix are the principal components); b) the
representation it learns is essentially the same as that learned
by a basic linear auto-encoder (Section 7.2); and c) it can be
viewed as a simple linear form of linear manifold learning
(Section 8), i.e., characterizing a lower-dimensional region
in input space near which the data density is peaked. Thus,
PCA may be in the back of the reader’s mind as a common
thread relating these various viewpoints. Unfortunately the
expressive power of linear features is very limited: they cannot
be stacked to form deeper, more abstract representations since
the composition of linear operations yields another linear
operation. Here, we focus on recent algorithms that have
been developed to extract non-linear features, which can be
stacked in the construction of deep networks, although some
authors simply insert a non-linearity between learned single-
layer linear projections (Le et al., 2011c; Chen et al., 2012).

Another rich family of feature extraction techniques that this
review does not cover in any detail due to space constraints is
Independent Component Analysis or ICA (Jutten and Herault,
1991; Bell and Sejnowski, 1997). Instead, we refer the reader
to Hyvärinen et al. (2001a); Hyvärinen et al. (2009). Note that,

while in the simplest case (complete, noise-free) ICA yields
linear features, in the more general case it can be equated
with a linear generative model with non-Gaussian independent
latent variables, similar to sparse coding (section 6.1.1), which
result in non-linear features. Therefore, ICA and its variants
like Independent and Topographic ICA (Hyvärinen et al.,
2001b) can and have been used to build deep networks (Le
et al., 2010, 2011c): see section 11.2. The notion of obtaining
independent components also appears similar to our stated
goal of disentangling underlying explanatory factors through
deep networks. However, for complex real-world distributions,
it is doubtful that the relationship between truly independent
underlying factors and the observed high-dimensional data can
be adequately characterized by a linear transformation.

6 PROBABILISTIC MODELS
From the probabilistic modeling perspective, the question of
feature learning can be interpreted as an attempt to recover
a parsimonious set of latent random variables that describe
a distribution over the observed data. We can express as
p(x, h) a probabilistic model over the joint space of the latent
variables, h, and observed data or visible variables x. Feature
values are conceived as the result of an inference process to
determine the probability distribution of the latent variables
given the data, i.e. p(h | x), often referred to as the posterior
probability. Learning is conceived in term of estimating a set
of model parameters that (locally) maximizes the regularized
likelihood of the training data. The probabilistic graphical
model formalism gives us two possible modeling paradigms
in which we can consider the question of inferring latent
variables, directed and undirected graphical models, which
differ in their parametrization of the joint distribution p(x, h),
yielding major impact on the nature and computational costs
of both inference and learning.

6.1 Directed Graphical Models
Directed latent factor models separately parametrize the con-
ditional likelihood p(x | h) and the prior p(h) to construct
the joint distribution, p(x, h) = p(x | h)p(h). Examples of
this decomposition include: Principal Components Analysis
(PCA) (Roweis, 1997; Tipping and Bishop, 1999), sparse
coding (Olshausen and Field, 1996), sigmoid belief net-
works (Neal, 1992) and the newly introduced spike-and-slab
sparse coding model (Goodfellow et al., 2011).
6.1.1 Explaining Away

Directed models often leads to one important property: ex-
plaining away, i.e., a priori independent causes of an event can
become non-independent given the observation of the event.
Latent factor models can generally be interpreted as latent
cause models, where the h activations cause the observed x.
This renders the a priori independent h to be non-independent.
As a consequence, recovering the posterior distribution of h,
p(h | x) (which we use as a basis for feature representation),
is often computationally challenging and can be entirely
intractable, especially when h is discrete.

A classic example that illustrates the phenomenon is to
imagine you are on vacation away from home and you receive
a phone call from the security system company, telling you that

Hidden Factors

Observation

You receive a call from the security system company …

Telling you that the alarm of your home has been activated …

You begin worrying your home has been burglarized …

Then you hear on the radio that a minor earthquake has been reported …
earthquake burglarized

alarm

Basis of latent Space

Coefficients

An example:

ü Knowing alarm event, earthquake
and burglarized from independent 
becomes dependent; 

ü Mapping from earthquake or 
burglarized to alarm depends on the 
distribution of earthquake and 
burglarized; 
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in input space near which the data density is peaked. Thus,
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thread relating these various viewpoints. Unfortunately the
expressive power of linear features is very limited: they cannot
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Hidden Factors

Observation

earthquake burglarized

alarm

Basis of latent Space

Coefficients

Invariance: the change of distribution p(x, h) should not have 
influence on the mapping p(x|h)

Disentangle: under small change of distribution p(x, h), and 
the subset of x where p(x|h) is invariant exists, fast adaptation 
is possible. 

ü Knowing alarm event, earthquake
and burglarized from independent 
becomes dependent; 

ü Mapping from earthquake or 
burglarized to alarm depends on the 
distribution of earthquake and 
burglarized; 
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the alarm has been activated. You begin worrying your home
has been burglarized, but then you hear on the radio that a
minor earthquake has been reported in the area of your home.
If you happen to know from prior experience that earthquakes
sometimes cause your home alarm system to activate, then
suddenly you relax, confident that your home has very likely
not been burglarized.

The example illustrates how the alarm activation rendered
two otherwise entirely independent causes, burglarized and
earthquake, to become dependent – in this case, the depen-
dency is one of mutual exclusivity. Since both burglarized

and earthquake are very rare events and both can cause
alarm activation, the observation of one explains away the
other. Despite the computational obstacles we face when
attempting to recover the posterior over h, explaining away
promises to provide a parsimonious p(h | x), which can
be an extremely useful characteristic of a feature encoding
scheme. If one thinks of a representation as being composed
of various feature detectors and estimated attributes of the
observed input, it is useful to allow the different features to
compete and collaborate with each other to explain the input.
This is naturally achieved with directed graphical models, but
can also be achieved with undirected models (see Section 6.2)
such as Boltzmann machines if there are lateral connections
between the corresponding units or corresponding interaction
terms in the energy function that defines the probability model.

Probabilistic Interpretation of PCA. PCA can be given
a natural probabilistic interpretation (Roweis, 1997; Tipping
and Bishop, 1999) as factor analysis:

p(h) = N (h; 0,�2
hI)

p(x | h) = N (x;Wh+ µx,�
2
xI), (1)

where x 2 Rdx , h 2 Rdh , N (v;µ,⌃) is the multivariate
normal density of v with mean µ and covariance ⌃, and
columns of W span the same space as leading dh principal
components, but are not constrained to be orthonormal.

Sparse Coding. Like PCA, sparse coding has both a proba-
bilistic and non-probabilistic interpretation. Sparse coding also
relates a latent representation h (either a vector of random
variables or a feature vector, depending on the interpretation)
to the data x through a linear mapping W , which we refer
to as the dictionary. The difference between sparse coding
and PCA is that sparse coding includes a penalty to ensure a
sparse activation of h is used to encode each input x. From
a non-probabilistic perspective, sparse coding can be seen as
recovering the code or feature vector associated with a new
input x via:

h
⇤ = f(x) = argmin

h
kx�Whk22 + �khk1, (2)

Learning the dictionary W can be accomplished by optimizing
the following training criterion with respect to W :

JSC =
X

t

kx(t) �Wh
⇤(t)k22, (3)

where x
(t) is the t-th example and h

⇤(t) is the corresponding
sparse code determined by Eq. 2. W is usually constrained to
have unit-norm columns (because one can arbitrarily exchange
scaling of column i with scaling of h

(t)
i , such a constraint is

necessary for the L1 penalty to have any effect).

The probabilistic interpretation of sparse coding differs from
that of PCA, in that instead of a Gaussian prior on the latent
random variable h, we use a sparsity inducing Laplace prior
(corresponding to an L1 penalty):

p(h) =
dhY

i

�

2
exp(��|hi|)

p(x | h) = N (x;Wh+ µx,�
2
xI). (4)

In the case of sparse coding, because we will seek a sparse
representation (i.e., one with many features set to exactly zero),
we will be interested in recovering the MAP (maximum a
posteriori value of h: i.e. h⇤ = argmaxh p(h | x) rather than
its expected value E [h|x]. Under this interpretation, dictionary
learning proceeds as maximizing the likelihood of the data
given these MAP values of h

⇤: argmaxW
Q

t p(x
(t) | h⇤(t))

subject to the norm constraint on W . Note that this pa-
rameter learning scheme, subject to the MAP values of
the latent h, is not standard practice in the probabilistic
graphical model literature. Typically the likelihood of the
data p(x) =

P
h p(x | h)p(h) is maximized directly. In the

presence of latent variables, expectation maximization is em-
ployed where the parameters are optimized with respect to
the marginal likelihood, i.e., summing or integrating the joint
log-likelihood over the all values of the latent variables under
their posterior P (h | x), rather than considering only the
single MAP value of h. The theoretical properties of this
form of parameter learning are not yet well understood but
seem to work well in practice (e.g. k-Means vs Gaussian
mixture models and Viterbi training for HMMs). Note also
that the interpretation of sparse coding as a MAP estimation
can be questioned (Gribonval, 2011), because even though the
interpretation of the L1 penalty as a log-prior is a possible
interpretation, there can be other Bayesian interpretations
compatible with the training criterion.

Sparse coding is an excellent example of the power of
explaining away. Even with a very overcomplete dictionary11,
the MAP inference process used in sparse coding to find h

⇤

can pick out the most appropriate bases and zero the others,
despite them having a high degree of correlation with the input.
This property arises naturally in directed graphical models
such as sparse coding and is entirely owing to the explaining
away effect. It is not seen in commonly used undirected prob-
abilistic models such as the RBM, nor is it seen in parametric
feature encoding methods such as auto-encoders. The trade-
off is that, compared to methods such as RBMs and auto-
encoders, inference in sparse coding involves an extra inner-
loop of optimization to find h

⇤ with a corresponding increase
in the computational cost of feature extraction. Compared
to auto-encoders and RBMs, the code in sparse coding is a
free variable for each example, and in that sense the implicit
encoder is non-parametric.

One might expect that the parsimony of the sparse coding
representation and its explaining away effect would be advan-
tageous and indeed it seems to be the case. Coates and Ng
(2011a) demonstrated on the CIFAR-10 object classification
task (Krizhevsky and Hinton, 2009) with a patch-base feature
extraction pipeline, that in the regime with few (< 1000)

11. Overcomplete: with more dimensions of h than dimensions of x.
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rameter learning scheme, subject to the MAP values of
the latent h, is not standard practice in the probabilistic
graphical model literature. Typically the likelihood of the
data p(x) =

P
h p(x | h)p(h) is maximized directly. In the

presence of latent variables, expectation maximization is em-
ployed where the parameters are optimized with respect to
the marginal likelihood, i.e., summing or integrating the joint
log-likelihood over the all values of the latent variables under
their posterior P (h | x), rather than considering only the
single MAP value of h. The theoretical properties of this
form of parameter learning are not yet well understood but
seem to work well in practice (e.g. k-Means vs Gaussian
mixture models and Viterbi training for HMMs). Note also
that the interpretation of sparse coding as a MAP estimation
can be questioned (Gribonval, 2011), because even though the
interpretation of the L1 penalty as a log-prior is a possible
interpretation, there can be other Bayesian interpretations
compatible with the training criterion.

Sparse coding is an excellent example of the power of
explaining away. Even with a very overcomplete dictionary11,
the MAP inference process used in sparse coding to find h

⇤

can pick out the most appropriate bases and zero the others,
despite them having a high degree of correlation with the input.
This property arises naturally in directed graphical models
such as sparse coding and is entirely owing to the explaining
away effect. It is not seen in commonly used undirected prob-
abilistic models such as the RBM, nor is it seen in parametric
feature encoding methods such as auto-encoders. The trade-
off is that, compared to methods such as RBMs and auto-
encoders, inference in sparse coding involves an extra inner-
loop of optimization to find h

⇤ with a corresponding increase
in the computational cost of feature extraction. Compared
to auto-encoders and RBMs, the code in sparse coding is a
free variable for each example, and in that sense the implicit
encoder is non-parametric.

One might expect that the parsimony of the sparse coding
representation and its explaining away effect would be advan-
tageous and indeed it seems to be the case. Coates and Ng
(2011a) demonstrated on the CIFAR-10 object classification
task (Krizhevsky and Hinton, 2009) with a patch-base feature
extraction pipeline, that in the regime with few (< 1000)

11. Overcomplete: with more dimensions of h than dimensions of x.
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Basics about Causality:
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system under interventions and not just observations

taken from the same distribution.
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Ø Perhaps somewhat surprisingly, learning problems need not

always predict effect from cause;

Ø The direction of the prediction has the consequences for which

tasks are easy and which tasks are hard.
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A RELATED WORK
As stated already by Bengio et al. (2013), and clearly demonstrated by Locatello et al. (2019),
assumptions, priors, or biases are necessary to identify the underlying explanatory variables. The
latter paper (Locatello et al., 2019) also reviews and evaluates recent work on disentangling, and
discusses different metrics that have been proposed. Chalupka et al. (2015; 2017) recognize the
potential and the challenges underlying causal representation learning. Closely related to our efforts
is (Chalupka et al., 2017), which places a strong focus on the coalescence of low (e.g. sensory) level
observations (microvariables) to higher level causal variables (macrovariables), albeit in a more
observational setting.

There also exists an extensive literature on learning the structure of Bayesian networks from (ob-
servational) data, via score-based methods (Koller & Friedman, 2009); Heckerman et al. (1995);
Daly et al. (2011) provide a comprehensive review. Many of these algorithms are based on greedy-
search with local changes to the graphs (Chickering, 2002b), whereas we propose a continuous and
fully-differentiable alternative. While most of these approaches only rely on observational data,
it is sometimes possible to extend the definition of these scores to interventional data (Hauser &
Bühlmann, 2012). The online-likelihood score presented here supports interventional data as its main
feature.

Some identifiability results exist for causal models with purely observational data though (Peters et al.,
2017), based on specific assumptions on the underlying causal graph. However, causal discovery is
more natural under local changes in distributions (Tian & Pearl, 2001), similar to the setting used
in this paper. Pearl’s seminal work on do-calculus (Pearl, 1995; 2009; Bareinboim & Pearl, 2016)
lays the foundation for expressing the impact of interventions on causal graphical models. Here we
are proposing a meta-learning objective function for learning the causal structure (without hidden
variables), requiring mild assumptions such as localized changes in distributions and faithfulness of
the causal graph, in contrast to the stronger assumptions necessary for these identifiability results.

Our work is also related to other recent advances in causation, domain adaptation, and transfer
learning. Magliacane et al. (2018) have sought to identify a subset of features that leads to the best
predictions for a variable of interest in a source domain, such that the conditional distribution of
that variable given these features is the same in the target domain. Zhang et al. (2017) also examine
non-stationarity and find that it makes causal discovery easier. Our adaptation procedure, using
gradient ascent, is also closely related to gradient-based methods in meta-learning (Finn et al., 2017;
Finn, 2018). Alet et al. (2018) proposed a meta-learning algorithm to recover a set of specialized
modules, but did not establish any connections to causal mechanisms. More recently, Dasgupta et al.
(2019) adopted a meta-learning approach to perform causal inference on purely observational data.

B RESULTS ON NON-IDENTIFIABILITY OF THE CAUSAL STRUCTURE

Suppose that A and B are two discrete random variables, each taking N possible values. We show
here that the maximum likelihood estimation of both models A ! B and B ! A yields the same
estimated distribution over A and B. The joint likelihood on the training distribution is not sufficient
to distinguish the causal model between the two hypotheses. If p is the training distribution, let

✓i = p(A = i) ✓j|i = p(B = j | A = i) (10)
⌘j = p(B = j) ⌘i|j = p(A = i | B = j) (11)

Let Dobs be a training dataset. If N (A)
i

is the number of samples in Dobs where A = i, N (B)
j

the
number of samples where B = j, and Nij the number of samples where A = i and B = j, then the
maximum likelihood estimator for each parameter is

✓̂i = N (A)
i

/N ✓̂j|i = Nij/N
(A)
i

(12)

⌘̂j = N (B)
j

/N ⌘̂i|j = Nij/N
(B)
j

. (13)
The estimated distributions for each model A ! B and B ! A, under the maximum likelihood
estimator, will be equal:

p̂(A = i, B = j ; A ! B) = ✓̂i✓̂j|i = Nij/N (14)
p̂(A = i, B = j ; B ! A) = ⌘̂j ⌘̂i|j = Nij/N (15)
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is (Chalupka et al., 2017), which places a strong focus on the coalescence of low (e.g. sensory) level
observations (microvariables) to higher level causal variables (macrovariables), albeit in a more
observational setting.

There also exists an extensive literature on learning the structure of Bayesian networks from (ob-
servational) data, via score-based methods (Koller & Friedman, 2009); Heckerman et al. (1995);
Daly et al. (2011) provide a comprehensive review. Many of these algorithms are based on greedy-
search with local changes to the graphs (Chickering, 2002b), whereas we propose a continuous and
fully-differentiable alternative. While most of these approaches only rely on observational data,
it is sometimes possible to extend the definition of these scores to interventional data (Hauser &
Bühlmann, 2012). The online-likelihood score presented here supports interventional data as its main
feature.

Some identifiability results exist for causal models with purely observational data though (Peters et al.,
2017), based on specific assumptions on the underlying causal graph. However, causal discovery is
more natural under local changes in distributions (Tian & Pearl, 2001), similar to the setting used
in this paper. Pearl’s seminal work on do-calculus (Pearl, 1995; 2009; Bareinboim & Pearl, 2016)
lays the foundation for expressing the impact of interventions on causal graphical models. Here we
are proposing a meta-learning objective function for learning the causal structure (without hidden
variables), requiring mild assumptions such as localized changes in distributions and faithfulness of
the causal graph, in contrast to the stronger assumptions necessary for these identifiability results.

Our work is also related to other recent advances in causation, domain adaptation, and transfer
learning. Magliacane et al. (2018) have sought to identify a subset of features that leads to the best
predictions for a variable of interest in a source domain, such that the conditional distribution of
that variable given these features is the same in the target domain. Zhang et al. (2017) also examine
non-stationarity and find that it makes causal discovery easier. Our adaptation procedure, using
gradient ascent, is also closely related to gradient-based methods in meta-learning (Finn et al., 2017;
Finn, 2018). Alet et al. (2018) proposed a meta-learning algorithm to recover a set of specialized
modules, but did not establish any connections to causal mechanisms. More recently, Dasgupta et al.
(2019) adopted a meta-learning approach to perform causal inference on purely observational data.

B RESULTS ON NON-IDENTIFIABILITY OF THE CAUSAL STRUCTURE

Suppose that A and B are two discrete random variables, each taking N possible values. We show
here that the maximum likelihood estimation of both models A ! B and B ! A yields the same
estimated distribution over A and B. The joint likelihood on the training distribution is not sufficient
to distinguish the causal model between the two hypotheses. If p is the training distribution, let

✓i = p(A = i) ✓j|i = p(B = j | A = i) (10)
⌘j = p(B = j) ⌘i|j = p(A = i | B = j) (11)

Let Dobs be a training dataset. If N (A)
i

is the number of samples in Dobs where A = i, N (B)
j

the
number of samples where B = j, and Nij the number of samples where A = i and B = j, then the
maximum likelihood estimator for each parameter is

✓̂i = N (A)
i

/N ✓̂j|i = Nij/N
(A)
i

(12)

⌘̂j = N (B)
j

/N ⌘̂i|j = Nij/N
(B)
j

. (13)
The estimated distributions for each model A ! B and B ! A, under the maximum likelihood
estimator, will be equal:

p̂(A = i, B = j ; A ! B) = ✓̂i✓̂j|i = Nij/N (14)
p̂(A = i, B = j ; B ! A) = ⌘̂j ⌘̂i|j = Nij/N (15)

11

Estimation of A->B and B->A will be equal
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What If the Causal Structure is Correct?

The correct causal model (blue, top) and the incorrect one (red, bottom)  

Curves are the median over 10 000 runs, with 25-75% quantiles intervals 

Empirical Confirmation: 
Correct Causal Structure Leads 

to Faster Adaptation
AàB	is the	
correct	causal	
structure:	faster
online	adaptation	
to	modified
distribution	=	
lower NLL	regret
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Simple Running Example
• Consider two r.v.	A,	B,	with A	cause	of	B.
• Correct	causal	model	decomposes
• P(A,B)	=	P(A)	P(B|A)

• Consider 2	distributions	P1 and	P2,	only P(A)	changes
• If	we first	train	on	P1 and	we have	the	right	
decomposition,	adapting on	P2 is fast because

A		 B

EP (B|A)[
@ logP✓(B|A)

@✓
] ⇡ 0 when P✓(B|A) ⇡ P (B|A)
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training distribution. In Figure 1 (see Section 3.3 for the experimental setup), we can see that the
model corresponding to the underlying causal model adapts faster. Moreover, the difference is more
significant when adapting on a small amount of data, of the order of 10 to 30 samples from the
transfer distribution. We will make use of this property as a noisy signal to infer the direction of
causality, which here is equivalent to choosing how to modularize the joint distribution.

Figure 1: Adaptation to the transfer distribution (log-likelihood on transfer distribution during fine-
tuning adaptation to transfer examples, vertical axis), as more transfer examples are seen by the
learner (horizontal axis). The curves are the median over 20,000 runs, with their 25-75th quantiles
intervals. The dotted line is the asymptotic log-likelihood (here, that of the ground truth p̃). The
red region corresponds to the range where the effect is the most significant (10-30 samples from the
transfer distribution).
2.2 PARAMETER COUNTING ARGUMENT

A simple parameter counting argument can help us understand what we are observing in Figure 1.
Since we are using gradient ascent for the adaptation, let’s first inspect how the gradients of the
log-likelihood wrt. each module behave under the transfer distribution.
Proposition 1. Let G be a causal graph, and p a (training) distribution that factorizes according to
G, with parameters ✓. Let p̃ be a second (transfer) distribution that also factorizes according to G. If
the training and transfer distributions have the same conditional probability distributions for all Vi

but a subset C (e.g. the transfer distribution is the result of an intervention on the nodes in C):

p(Vi | PaG(Vi))
d
= p̃(Vi | PaG(Vi)) 8Vi /2 C (1)

then the expected gradient w.r.t. the parameters ✓i such that Vi /2 C of the log-likelihood under the
transfer distribution will be zero

8Vi /2 C, EV⇠p̃


@ log p(V )

@✓i

�
= 0. (2)

Proposition 1 (see proof in Appendix C.1) suggests that if both distributions factorize according to the
correct causal graph, then only the parameters of the mechanisms that changed between the training
and transfer distributions need to be updated. This effectively reduces the number of parameters that
need to be adapted compared to any other factorization over a different graph. It also affects the
number of examples necessary for the adaptation, since the sample complexity of a model grows
approximately linearly with the VC-dimension (Ehrenfeucht et al., 1989; Vapnik & Chervonenkis,
1971), which itself also grows approximately linearly with the number of parameters (for linear
models and neural networks; Shalev-Shwartz & Ben-David, 2014). Therefore we argue that the
performance on the transfer distribution (in terms of log-likelihood) will tend to improve faster if it
factorizes according to the correct causal graph, an assertion which may not be true for every graph
but that we can test by simulations.

Recall that in our example on two discrete random variables (each taking say N values), we assumed
that the underlying causal model is A ! B, and the transfer distribution is the result of an intervention
on the cause A. If the model we learn on the training distribution factorizes according to the correct
graph, then only N � 1 free parameters should be updated to adapt to the shifted distribution,
accounting for the change in the marginal distribution p̃(A), since the conditional p̃(B | A) = p(B |
A) stays invariant. On the other hand, if the model factorizes according to the anti-causal graph
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What If the Causal Structure is Correct?

Zero-Gradient under Mechanism Change

Simple Running Example
• Consider two r.v.	A,	B,	with A	cause	of	B.
• Correct	causal	model	decomposes
• P(A,B)	=	P(A)	P(B|A)

• Consider 2	distributions	P1 and	P2,	only P(A)	changes
• If	we first	train	on	P1 and	we have	the	right	
decomposition,	adapting on	P2 is fast because

A		 B
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To illustrate this result, we also experiment with maximizing the likelihood for each modules for both
models A ! B and B ! A with SGD. In Figure B.1, we show the difference in log-likelihoods
between these two models, evaluated on training and test data sampled from the same distribution,
during training. We can see that while the model A ! B fits the data faster than the other model
(corresponding to a positive difference in the figure), both models achieve the same log-likelihoods
at convergence. This shows that the two models are indistinguishable, in the limit, based on data
sampled from the same distribution, even on test data.

Figure B.1: Difference in log-likelihoods between the two models A ! B and B ! A on training
and test data from the same distribution on discrete data, for different values of N , the number
of discrete values per variable. Once fully trained, both models become indistinguishable from
their log-likelihoods only, even on test data. The solid curves represent the median values over 100
different runs, and the shaded areas their 25-75 quantiles.

C PROOFS

C.1 ZERO-GRADIENT UNDER MECHANISM CHANGE

Let us restate Proposition 1 here for convenience:
Proposition 1. Let G be a causal graph, and p a (training) distribution that factorizes according to
G, with parameters ✓. Let p̃ be a second (transfer) distribution that also factorizes according to G. If
the training and transfer distributions have the same conditional probability distributions for all Vi

but a subset C (e.g. the transfer distribution is the result of an intervention on the nodes in C):

p(Vi | PaG(Vi))
d
= p̃(Vi | PaG(Vi)) 8Vi /2 C (16)

then the expected gradient w.r.t. the parameters ✓i such that Vi /2 C of the log-likelihood under the
transfer distribution will be zero

8Vi /2 C, EV⇠p̃


@ log p(V )

@✓i

�
= 0. (17)

Proof. For Vi /2 C, let V�i be the subset of V , excluding Vi. We can simplify the expected gradient
as follows:

EV⇠p̃


@ log p(V )

@✓i

�
=

X

v

p̃(v)


@

@✓i
log p(vi | vPaG(Vi) ; ✓i)

�
(18)

=
X

v�i

p̃(v�i)
X

vi

p̃(vi | vPaG(Vi))


@

@✓i
log p(vi | vPaG(Vi) ; ✓i)

�
(19)

=
X

v�i

p̃(v�i)
X

vi

p(vi | vPaG(Vi) ; ✓i)
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�
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=
X
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where Equation (19) arises from our assumption that the conditional distribution of Vi given its
parents in G does not change between the training distribution p and the transfer distribution p̃.
Moreover, the last equality arises from the marginalization

X

vi

p(vi | vPaG(Vi) ; ✓i) = 1 (23)

⌅

C.2 GRADIENT OF THE STRUCTURAL PARAMETER

Let us restate Proposition 2 here for convenience:
Proposition 2. The gradient of the negative log-likelihood of the transfer data Dint in Equation (5)
wrt. the structural parameter � is given by

@R
@�

= p(A ! B)� p(A ! B | Dint), (24)

where p(A ! B | Dint) is the posterior probability of the hypothesis A ! B (when the alternative
is B ! A). Furthermore, this can be equivalently written as

@R
@�

= �(�)� �(� +�), (25)

where � = logLA!B(Dint)� logLB!A(Dint) is the difference between the online log-likelihoods
of the two hypotheses on the transfer data Dint.

Proof. First note that, using Bayes rule,

p(A ! B | Dint) =
p(Dint | A ! B)p(A ! B)

p(Dint | A ! B)p(A ! B) + p(Dint | B ! A)p(B ! A)
(26)

=
LA!B(Dint)�(�)

LA!B(Dint)�(�) + LB!A(Dint)(1� �(�))
(27)

=
LA!B(Dint)�(�)

M
(28)

where M = LA!B(Dint)�(�) + LB!A(Dint)(1 � �(�)) is the online likelihood of the transfer
data under the mixture, so that the regret is R(Dint) = � logM . For Equation (27), note that if
Dint = {at, bt}Tt=1,

p(Dint | A ! B) =
TY

t=1

p(at, bt | A ! B, {as, bs}t�1
s=1) (29)

=
TY

t=1

p(at, bt | A ! B ; ✓(t)
A!B

) = LA!B(Dint) (30)

where ✓(t)
A!B

encapsulates the information about the previous datapoints {as, bs}t�1
s=1 in the graph

A ! B, through some adaptation procedure. Since we only consider the two hypotheses A ! B
and B ! A, we also have

p(B ! A | Dint) = 1� p(A ! B | Dint) =
LB!A(Dint)(1� �(�))

M
(31)

Therefore, the gradient of the regret wrt. the structural parameter � is
@R
@�

= � 1

M
[�(�)(1� �(�))LA!B(Dint)� �(�)(1� �(�))LB!A(Dint)] (32)

= �(�)p(B ! A | Dint)� (1� �(�))p(A ! B | Dint) (33)
= �(�)� �(�)p(B ! A | Dint)� p(A ! B | Dint) + �(�)p(A ! B | Dint) (34)
= �(�)� p(A ! B | Dint) (35)
= p(A ! B)� p(A ! B | Dint) (36)
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What If the Causal Structure is Correct?Simple Running Example
• Consider two r.v.	A,	B,	with A	cause	of	B.
• Correct	causal	model	decomposes
• P(A,B)	=	P(A)	P(B|A)

• Consider 2	distributions	P1 and	P2,	only P(A)	changes
• If	we first	train	on	P1 and	we have	the	right	
decomposition,	adapting on	P2 is fast because

A		 B

EP (B|A)[
@ logP✓(B|A)

@✓
] ⇡ 0 when P✓(B|A) ⇡ P (B|A)
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Bivariate case:

§ which means, consider two distribution P1 and P2 , only P(A) Changes
If we first train on P1 and we have the correct decomposition, adapting on P2 is fast. 

§ In contrast, with the wrong factorization P(B)P(A|B), a change in P(A) influences all the 
modules, all the parameters è poor transfer, all the parameters must be adapted.

§ Traditionally, every parameter participates to every relationship between all variables in neural 
networks è catastrophic forgetting, difficulties with domain adaptation, etc. 

Separately parametrize modules
P(A), P(B|A), P(B), P(A|B)
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What If the Causal Structure is Correct?
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To illustrate this result, we also experiment with maximizing the likelihood for each modules for both
models A ! B and B ! A with SGD. In Figure B.1, we show the difference in log-likelihoods
between these two models, evaluated on training and test data sampled from the same distribution,
during training. We can see that while the model A ! B fits the data faster than the other model
(corresponding to a positive difference in the figure), both models achieve the same log-likelihoods
at convergence. This shows that the two models are indistinguishable, in the limit, based on data
sampled from the same distribution, even on test data.

Figure B.1: Difference in log-likelihoods between the two models A ! B and B ! A on training
and test data from the same distribution on discrete data, for different values of N , the number
of discrete values per variable. Once fully trained, both models become indistinguishable from
their log-likelihoods only, even on test data. The solid curves represent the median values over 100
different runs, and the shaded areas their 25-75 quantiles.

C PROOFS

C.1 ZERO-GRADIENT UNDER MECHANISM CHANGE

Let us restate Proposition 1 here for convenience:
Proposition 1. Let G be a causal graph, and p a (training) distribution that factorizes according to
G, with parameters ✓. Let p̃ be a second (transfer) distribution that also factorizes according to G. If
the training and transfer distributions have the same conditional probability distributions for all Vi

but a subset C (e.g. the transfer distribution is the result of an intervention on the nodes in C):

p(Vi | PaG(Vi))
d
= p̃(Vi | PaG(Vi)) 8Vi /2 C (16)

then the expected gradient w.r.t. the parameters ✓i such that Vi /2 C of the log-likelihood under the
transfer distribution will be zero

8Vi /2 C, EV⇠p̃


@ log p(V )

@✓i

�
= 0. (17)

Proof. For Vi /2 C, let V�i be the subset of V , excluding Vi. We can simplify the expected gradient
as follows:

EV⇠p̃


@ log p(V )

@✓i

�
=

X

v

p̃(v)
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@✓i
log p(vi | vPaG(Vi) ; ✓i)

�
(18)
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X
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�
(19)
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= 0 (22)
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ü Preliminary: MAML

In this section we will mainly introduce how to utilize the source
domain data DS in our MetaPred framework. The details on the
design of f will be introduced in the next section. In general, su-
pervised meta-learning provides models trained by data episodes
{Di } which is composed of multiple samples. Each Di is usually
split into two parts according to their labels. We further refer to
the domain where the testing data are from the simulated target
domain DTs , and it is still one of the source domains. Followed
previous work [15, 32], we called the training procedure based on
this split as meta-train, and the testing procedure as meta-test.

In summary, the proposed MetaPred framework illustrated in
Figure 1 consists of four steps: (1) constructing episodes by sampling
from the source domains and the simulated target domain; (2) learn
the parameters of predictors in an episode-by-episode manner; (3)
�ne-tuning the model parameters on the genuine target domain;
(4) predicting the target clinical risk.

3 THE METAPRED FRAMEWORK
The model-agnostic meta-learning strategy [15] serves as the back-
bone of our MetaPred framework. In particular, our goal is to learn
a risk predictor on the target domain. In order to achieve that, we
�rst perform model agnostic meta-learning on the source domains,
where the model parameters are learned through

�⇤ = Learner(T s ;MetaLearner(S1, · · · ,SK�1)) (1)

where for each data episode, the model parameters are �rst adjusted
through gradient descents on the objective loss measure on the
training data from the source domains (MetaLearner), and then
they will be further adjusted on the simulated target domain T s

(Learner). In the following, we will introduce the learning process
in detail, where the risk prediction model is assumed to be either
CNN or LTSM. First we provide basic neural network prediction
models as the options for Learner. Then we introduce the entire
parameter learning procedure of the proposed MetaPred, including
optimization-level adaptation and objective-level adaptation.

3.1 Risk Prediction Models
The EHR can be represented by sequences with multiple visits oc-
curring at di�erent time points for each patient. At each visit, the
records can be depicted by a binary vector xt 2 {0, 1} |C | , where t
denotes the time point. The values of 1 indicate the corresponding
medical event occurs at t , and 0 otherwise. C is the vocabulary of
medical events, and |C| is its cardinality. Thus input of the predic-
tive models can be denoted as a multivariate time series matrix
Xi = {xti }

Ti
t=1, where i is the patient index and Ti is the number of

visits for patient i . The risk prediction model is trained to �nd a
transformation mapping from input time series matrix Xi to the
target disease label yi 2 {0, 1}2. This makes the problem a sequence
classi�cation problem.
CNN-based Sequence Learning. There are three basic modules
in our CNN based structure: embedding Layer, convolutional layer
and multi-layer perceptron (MLP). Similar to natural language pro-
cessing tasks [24], 1-dimensional convolution operators are used
to discover the data patterns along the temporal dimension t . Be-
cause the values of medical records at the visits are distributed
in a discrete space, which is sparse and high-dimensional. It is

necessary to place an embedding layer before CNN, to obtain a
more compact continuous space for patient representation. The
learnable parameters of the embedding layer are a weight matrix
Wemb 2 Rd⇥ |C | and a bias vector bemb 2 Rd , where d is a dimen-
sion of the continuous space. The input vector at each visit xt is
mapped.

The 1-dimensional convolution network employs multiple �lter
matrices with one of their dimension �xed as the same as hidden
dimension d , which can be denoted as Wcon� 2 Rl⇥d . The other
�lter dimension l denotes the size of a �lter. A max pooling layer is
added after the convolution operation to get the most signi�cant
dimensions formed into a vector representation for each patient.
Finally, three MLP layers are used to produce the risk probabilities
as a prediction �̂i for the patient i . To sum, all of the weight matrices,
as well as bias vectors in our three basicmodules, make up thewhole
collection of parameter �, which is optimized through feeding the
network patients’ data D = {(Xi , yi )}.
LSTM-based Sequence Learning. Recurrent Neural Networks
are frequently adopted as a predictive model with great promise
in many sequence learning tasks. As for EHRs, RNN can in prin-
ciple map from the sequential medical records of previous inputs
that “memory” information that has been processed by the model
previously. A standard LSTM model [19] is used to replace the con-
volutional layer in the CNN architecture we just introduced. LSTM
weights, which are also parts of �, can be summarized into two
mapping matrix as Wh 2 Rd⇥4d and Wx 2 Rd⇥4d . They are in
charge of gates (input, forget, output) controlling as well as cell
state updating. We keep the same network structures of the embed-
ding layer and MLPs to make CNN and LSTM comparable for each
other.
Learner. With the learned parameter �, the prediction probability
of an input matrix Xi is computed by ŷi = f (Xi ;�). The neural
networks can be optimized by minimizing the following objective
with a cross-entropy:

L(�) = � 1
N

N’
i=1

⇣
(yi )T log (ŷi ) + (1 � yi )T log (1 � ŷi )

⌘
(2)

where N denotes the patient number in the training data. Similarly,
the loss functions for source and target domains have the same
formulation with Eq. (2), which are denoted as LS and LTs .

3.2 MetaPred Architecture
Optimization-Level Adaptation. In general, meta-learning aims
to optimize the objective over a variety of learning tasks T which
are associated with the corresponding datasets DT . The training
episodes Depi are generated by a data distribution p(DT). Then
the learning procedure of parameter � is de�ned as:

�⇤ = argmin
�
EmEDm

epi⇠p(DT)L�(DT) (3)

wherem episodes of training samples are used in the optimization.
L� is the loss function that might take di�erent formulations de-
pending on the di�erent strategies to design a meta-learner. As it is
claimed in meta-learning, the models should be capable of tackling
the unseen tasks during testing stages. In order to achieve this
goal, the loss function for one episode can be further de�ned as the

Figure 2: The overview of MetaPred work�ow. Depi is an episode randomly sampled. {Si }K�1
i=1 denotes source domains and

T s denotes the simulated target domain. The two gradient update loops of meta-training process are illustrated. The yellow
colored blocks and arrows are associated with Learner, while the blue ones are associated with MetaLearner. (“Target loss” is
used here instead of “Simulated Target loss” for simplicity.)

following form:

L� =
1

|Dte
epi |

’
(Xi ,yi )2Dte

epi

L�

⇣
(Xi , yi );Dtr

epi

⌘
(4)

where Dtr
epi and Dte

epi are the two parts of a sample set that
simulated training and testing in each episode as we introduced
previously. It is worth to note that Eq. (4) is a loss decided by the
prediction qualities of samples in Dte

epi . The model-agnostic meta-
learning (MAML) [15] provides us a parameter initialization scheme
for � in Eq. (4) by taking full advantage of Dtr

epi . It assumes that
there should be some internal representations are more transfer-
able than others, which could be discovered by an inner learning
procedure using Dtr

epi . Based on the essential idea, we show the
underlying mechanism of model-agnostic meta-learning �ts the
problem of transferring knowledge from source domains to a low-
resource target domain very well, which can be used in solving the
risk prediction problem of several underdiagnosed diseases.

Figure 2 illustrates the architecture of the proposed MetaPred.
The general meta-learning algorithms generate episodes over task
distributions and shu�e the tasks to make each task could be a
part of Dtr

epi or Dte
epi . Instead, we de�ne the two disjoint parts of

the episode as source domains and a target domain to satisfy a
transfer learning setting. To construct a single episode Depi in the
meta-training process, we sample data via {(XSi , ySi )} ⇠ p(DSi )
and {(XTs , yTs )} ⇠ p(DTs ) respectively. In order to optimize �
that can quickly adapt to the held-out samples in target domain, the
inner learning procedure should be pushed forward by the supervise
information of the source samples. To meet this requirement, the
following gradient update occurs:

�0 = � � �r�

K�1’
i

LSi (5)

where LSi , i = 1, · · · ,K � 1 are loss functions of source domains.
� is a hyperparameter controlling the update rate. The source loss
is computed by LSi = L(ySi , f (XSi ,�)). From Eq. (5) we can
observe that it is a standard form gradient descent optimization.
In practice, we will repeat this process k times, then output the �0

as an initial parameter for the simulated target domain. The inner
learning can be view as an Inner-Loop which is shown in Figure 2.

Once we set � = �0 before the update step of the simulated
target domain, the minimize problem de�ned by the loss given in
Eq. (4) becomes:

min
�

LTs (f�0) = min
�

’
DTs
epi⇠p(DTs )

L
�
yTs , f (XTs ,�0)

�
(6)

where DTs = {(XTs , yTs )}. Given the loss form of LTs in the
simulated target domain, it is computed by the output parameter
�0 obtain via inner gradient update in Eq. (5). Then, the meta-
optimization using DTs is performed with:

� = � � �r�LTs (f�0) (7)

where � is the meta-learning rate. Hence, the simulated target
loss involves an Outer-Loop for gradient updating. Compared to
the standard gradient updating in Eq. (5), the gradient-like term
in Eq. (7) essentially resorts to a gradient through a gradient that
can be named as meta-gradient. Accordingly, the entire learning
procedure can be viewed as: iteratively transfer the parameter �
learned from source domains through utilizing it as the initialization
of the parameter that needs to be updated in the simulated target
domain.

To build end-to-end risk prediction models with the model-
agnostic gradient updating, we use the deep neural network struc-
tures that are trained using medical records X and diagnosis results
y described in Section 3.1. The objectives for both source and sim-
ulated target are set as cross-entropy introduced in Eq. (2). One
interesting point is that all the parameters of source domains and

Meta-learning, also known as learning to learn, aims to optimize the objective over a
variety of learning tasks which are associated with the corresponding datasets .

Loss function:

Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks

large improvements in the task loss.

The primary contribution of this work is a simple model-
and task-agnostic algorithm for meta-learning that trains
a model’s parameters such that a small number of gradi-
ent updates will lead to fast learning on a new task. We
demonstrate the algorithm on different model types, includ-
ing fully connected and convolutional networks, and in sev-
eral distinct domains, including few-shot regression, image
classification, and reinforcement learning. Our evaluation
shows that our meta-learning algorithm compares favor-
ably to state-of-the-art one-shot learning methods designed
specifically for supervised classification, while using fewer
parameters, but that it can also be readily applied to regres-
sion and can accelerate reinforcement learning in the pres-
ence of task variability, substantially outperforming direct
pretraining as initialization.

2. Model-Agnostic Meta-Learning
We aim to train models that can achieve rapid adaptation, a
problem setting that is often formalized as few-shot learn-
ing. In this section, we will define the problem setup and
present the general form of our algorithm.

2.1. Meta-Learning Problem Set-Up

The goal of few-shot meta-learning is to train a model that
can quickly adapt to a new task using only a few datapoints
and training iterations. To accomplish this, the model or
learner is trained during a meta-learning phase on a set
of tasks, such that the trained model can quickly adapt to
new tasks using only a small number of examples or trials.
In effect, the meta-learning problem treats entire tasks as
training examples. In this section, we formalize this meta-
learning problem setting in a general manner, including
brief examples of different learning domains. We will dis-
cuss two different learning domains in detail in Section 3.

We consider a model, denoted f , that maps observa-
tions x to outputs a. During meta-learning, the model
is trained to be able to adapt to a large or infinite num-
ber of tasks. Since we would like to apply our frame-
work to a variety of learning problems, from classifica-
tion to reinforcement learning, we introduce a generic
notion of a learning task below. Formally, each task
T = {L(x1,a1, . . . ,xH ,aH), q(x1), q(xt+1|xt,at), H}
consists of a loss function L, a distribution over initial ob-
servations q(x1), a transition distribution q(xt+1|xt,at),
and an episode length H . In i.i.d. supervised learning prob-
lems, the length H =1. The model may generate samples
of length H by choosing an output at at each time t. The
loss L(x1,a1, . . . ,xH ,aH) ! R, provides task-specific
feedback, which might be in the form of a misclassification
loss or a cost function in a Markov decision process.

meta-learning
learning/adaptation✓

rL1

rL2

rL3

✓⇤1 ✓⇤2

✓⇤3

Figure 1. Diagram of our model-agnostic meta-learning algo-
rithm (MAML), which optimizes for a representation ✓ that can
quickly adapt to new tasks.

In our meta-learning scenario, we consider a distribution
over tasks p(T ) that we want our model to be able to adapt
to. In the K-shot learning setting, the model is trained to
learn a new task Ti drawn from p(T ) from only K samples
drawn from qi and feedback LTi generated by Ti. During
meta-training, a task Ti is sampled from p(T ), the model
is trained with K samples and feedback from the corre-
sponding loss LTi from Ti, and then tested on new samples
from Ti. The model f is then improved by considering how
the test error on new data from qi changes with respect to
the parameters. In effect, the test error on sampled tasks Ti
serves as the training error of the meta-learning process. At
the end of meta-training, new tasks are sampled from p(T ),
and meta-performance is measured by the model’s perfor-
mance after learning from K samples. Generally, tasks
used for meta-testing are held out during meta-training.

2.2. A Model-Agnostic Meta-Learning Algorithm

In contrast to prior work, which has sought to train re-
current neural networks that ingest entire datasets (San-
toro et al., 2016; Duan et al., 2016b) or feature embed-
dings that can be combined with nonparametric methods at
test time (Vinyals et al., 2016; Koch, 2015), we propose a
method that can learn the parameters of any standard model
via meta-learning in such a way as to prepare that model
for fast adaptation. The intuition behind this approach is
that some internal representations are more transferrable
than others. For example, a neural network might learn
internal features that are broadly applicable to all tasks in
p(T ), rather than a single individual task. How can we en-
courage the emergence of such general-purpose representa-
tions? We take an explicit approach to this problem: since
the model will be fine-tuned using a gradient-based learn-
ing rule on a new task, we will aim to learn a model in such
a way that this gradient-based learning rule can make rapid
progress on new tasks drawn from p(T ), without overfit-
ting. In effect, we will aim to find model parameters that
are sensitive to changes in the task, such that small changes
in the parameters will produce large improvements on the
loss function of any task drawn from p(T ), when altered in
the direction of the gradient of that loss (see Figure 1). We
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In this section we will mainly introduce how to utilize the source
domain data DS in our MetaPred framework. The details on the
design of f will be introduced in the next section. In general, su-
pervised meta-learning provides models trained by data episodes
{Di } which is composed of multiple samples. Each Di is usually
split into two parts according to their labels. We further refer to
the domain where the testing data are from the simulated target
domain DTs , and it is still one of the source domains. Followed
previous work [15, 32], we called the training procedure based on
this split as meta-train, and the testing procedure as meta-test.

In summary, the proposed MetaPred framework illustrated in
Figure 1 consists of four steps: (1) constructing episodes by sampling
from the source domains and the simulated target domain; (2) learn
the parameters of predictors in an episode-by-episode manner; (3)
�ne-tuning the model parameters on the genuine target domain;
(4) predicting the target clinical risk.

3 THE METAPRED FRAMEWORK
The model-agnostic meta-learning strategy [15] serves as the back-
bone of our MetaPred framework. In particular, our goal is to learn
a risk predictor on the target domain. In order to achieve that, we
�rst perform model agnostic meta-learning on the source domains,
where the model parameters are learned through

�⇤ = Learner(T s ;MetaLearner(S1, · · · ,SK�1)) (1)

where for each data episode, the model parameters are �rst adjusted
through gradient descents on the objective loss measure on the
training data from the source domains (MetaLearner), and then
they will be further adjusted on the simulated target domain T s

(Learner). In the following, we will introduce the learning process
in detail, where the risk prediction model is assumed to be either
CNN or LTSM. First we provide basic neural network prediction
models as the options for Learner. Then we introduce the entire
parameter learning procedure of the proposed MetaPred, including
optimization-level adaptation and objective-level adaptation.

3.1 Risk Prediction Models
The EHR can be represented by sequences with multiple visits oc-
curring at di�erent time points for each patient. At each visit, the
records can be depicted by a binary vector xt 2 {0, 1} |C | , where t
denotes the time point. The values of 1 indicate the corresponding
medical event occurs at t , and 0 otherwise. C is the vocabulary of
medical events, and |C| is its cardinality. Thus input of the predic-
tive models can be denoted as a multivariate time series matrix
Xi = {xti }

Ti
t=1, where i is the patient index and Ti is the number of

visits for patient i . The risk prediction model is trained to �nd a
transformation mapping from input time series matrix Xi to the
target disease label yi 2 {0, 1}2. This makes the problem a sequence
classi�cation problem.
CNN-based Sequence Learning. There are three basic modules
in our CNN based structure: embedding Layer, convolutional layer
and multi-layer perceptron (MLP). Similar to natural language pro-
cessing tasks [24], 1-dimensional convolution operators are used
to discover the data patterns along the temporal dimension t . Be-
cause the values of medical records at the visits are distributed
in a discrete space, which is sparse and high-dimensional. It is

necessary to place an embedding layer before CNN, to obtain a
more compact continuous space for patient representation. The
learnable parameters of the embedding layer are a weight matrix
Wemb 2 Rd⇥ |C | and a bias vector bemb 2 Rd , where d is a dimen-
sion of the continuous space. The input vector at each visit xt is
mapped.

The 1-dimensional convolution network employs multiple �lter
matrices with one of their dimension �xed as the same as hidden
dimension d , which can be denoted as Wcon� 2 Rl⇥d . The other
�lter dimension l denotes the size of a �lter. A max pooling layer is
added after the convolution operation to get the most signi�cant
dimensions formed into a vector representation for each patient.
Finally, three MLP layers are used to produce the risk probabilities
as a prediction �̂i for the patient i . To sum, all of the weight matrices,
as well as bias vectors in our three basicmodules, make up thewhole
collection of parameter �, which is optimized through feeding the
network patients’ data D = {(Xi , yi )}.
LSTM-based Sequence Learning. Recurrent Neural Networks
are frequently adopted as a predictive model with great promise
in many sequence learning tasks. As for EHRs, RNN can in prin-
ciple map from the sequential medical records of previous inputs
that “memory” information that has been processed by the model
previously. A standard LSTM model [19] is used to replace the con-
volutional layer in the CNN architecture we just introduced. LSTM
weights, which are also parts of �, can be summarized into two
mapping matrix as Wh 2 Rd⇥4d and Wx 2 Rd⇥4d . They are in
charge of gates (input, forget, output) controlling as well as cell
state updating. We keep the same network structures of the embed-
ding layer and MLPs to make CNN and LSTM comparable for each
other.
Learner. With the learned parameter �, the prediction probability
of an input matrix Xi is computed by ŷi = f (Xi ;�). The neural
networks can be optimized by minimizing the following objective
with a cross-entropy:

L(�) = � 1
N

N’
i=1

⇣
(yi )T log (ŷi ) + (1 � yi )T log (1 � ŷi )

⌘
(2)

where N denotes the patient number in the training data. Similarly,
the loss functions for source and target domains have the same
formulation with Eq. (2), which are denoted as LS and LTs .

3.2 MetaPred Architecture
Optimization-Level Adaptation. In general, meta-learning aims
to optimize the objective over a variety of learning tasks T which
are associated with the corresponding datasets DT . The training
episodes Depi are generated by a data distribution p(DT). Then
the learning procedure of parameter � is de�ned as:

�⇤ = argmin
�
EmEDm

epi⇠p(DT)L�(DT) (3)

wherem episodes of training samples are used in the optimization.
L� is the loss function that might take di�erent formulations de-
pending on the di�erent strategies to design a meta-learner. As it is
claimed in meta-learning, the models should be capable of tackling
the unseen tasks during testing stages. In order to achieve this
goal, the loss function for one episode can be further de�ned as the

In this section we will mainly introduce how to utilize the source
domain data DS in our MetaPred framework. The details on the
design of f will be introduced in the next section. In general, su-
pervised meta-learning provides models trained by data episodes
{Di } which is composed of multiple samples. Each Di is usually
split into two parts according to their labels. We further refer to
the domain where the testing data are from the simulated target
domain DTs , and it is still one of the source domains. Followed
previous work [15, 32], we called the training procedure based on
this split as meta-train, and the testing procedure as meta-test.

In summary, the proposed MetaPred framework illustrated in
Figure 1 consists of four steps: (1) constructing episodes by sampling
from the source domains and the simulated target domain; (2) learn
the parameters of predictors in an episode-by-episode manner; (3)
�ne-tuning the model parameters on the genuine target domain;
(4) predicting the target clinical risk.

3 THE METAPRED FRAMEWORK
The model-agnostic meta-learning strategy [15] serves as the back-
bone of our MetaPred framework. In particular, our goal is to learn
a risk predictor on the target domain. In order to achieve that, we
�rst perform model agnostic meta-learning on the source domains,
where the model parameters are learned through

�⇤ = Learner(T s ;MetaLearner(S1, · · · ,SK�1)) (1)

where for each data episode, the model parameters are �rst adjusted
through gradient descents on the objective loss measure on the
training data from the source domains (MetaLearner), and then
they will be further adjusted on the simulated target domain T s

(Learner). In the following, we will introduce the learning process
in detail, where the risk prediction model is assumed to be either
CNN or LTSM. First we provide basic neural network prediction
models as the options for Learner. Then we introduce the entire
parameter learning procedure of the proposed MetaPred, including
optimization-level adaptation and objective-level adaptation.

3.1 Risk Prediction Models
The EHR can be represented by sequences with multiple visits oc-
curring at di�erent time points for each patient. At each visit, the
records can be depicted by a binary vector xt 2 {0, 1} |C | , where t
denotes the time point. The values of 1 indicate the corresponding
medical event occurs at t , and 0 otherwise. C is the vocabulary of
medical events, and |C| is its cardinality. Thus input of the predic-
tive models can be denoted as a multivariate time series matrix
Xi = {xti }

Ti
t=1, where i is the patient index and Ti is the number of

visits for patient i . The risk prediction model is trained to �nd a
transformation mapping from input time series matrix Xi to the
target disease label yi 2 {0, 1}2. This makes the problem a sequence
classi�cation problem.
CNN-based Sequence Learning. There are three basic modules
in our CNN based structure: embedding Layer, convolutional layer
and multi-layer perceptron (MLP). Similar to natural language pro-
cessing tasks [24], 1-dimensional convolution operators are used
to discover the data patterns along the temporal dimension t . Be-
cause the values of medical records at the visits are distributed
in a discrete space, which is sparse and high-dimensional. It is

necessary to place an embedding layer before CNN, to obtain a
more compact continuous space for patient representation. The
learnable parameters of the embedding layer are a weight matrix
Wemb 2 Rd⇥ |C | and a bias vector bemb 2 Rd , where d is a dimen-
sion of the continuous space. The input vector at each visit xt is
mapped.

The 1-dimensional convolution network employs multiple �lter
matrices with one of their dimension �xed as the same as hidden
dimension d , which can be denoted as Wcon� 2 Rl⇥d . The other
�lter dimension l denotes the size of a �lter. A max pooling layer is
added after the convolution operation to get the most signi�cant
dimensions formed into a vector representation for each patient.
Finally, three MLP layers are used to produce the risk probabilities
as a prediction �̂i for the patient i . To sum, all of the weight matrices,
as well as bias vectors in our three basicmodules, make up thewhole
collection of parameter �, which is optimized through feeding the
network patients’ data D = {(Xi , yi )}.
LSTM-based Sequence Learning. Recurrent Neural Networks
are frequently adopted as a predictive model with great promise
in many sequence learning tasks. As for EHRs, RNN can in prin-
ciple map from the sequential medical records of previous inputs
that “memory” information that has been processed by the model
previously. A standard LSTM model [19] is used to replace the con-
volutional layer in the CNN architecture we just introduced. LSTM
weights, which are also parts of �, can be summarized into two
mapping matrix as Wh 2 Rd⇥4d and Wx 2 Rd⇥4d . They are in
charge of gates (input, forget, output) controlling as well as cell
state updating. We keep the same network structures of the embed-
ding layer and MLPs to make CNN and LSTM comparable for each
other.
Learner. With the learned parameter �, the prediction probability
of an input matrix Xi is computed by ŷi = f (Xi ;�). The neural
networks can be optimized by minimizing the following objective
with a cross-entropy:

L(�) = � 1
N

N’
i=1

⇣
(yi )T log (ŷi ) + (1 � yi )T log (1 � ŷi )

⌘
(2)

where N denotes the patient number in the training data. Similarly,
the loss functions for source and target domains have the same
formulation with Eq. (2), which are denoted as LS and LTs .

3.2 MetaPred Architecture
Optimization-Level Adaptation. In general, meta-learning aims
to optimize the objective over a variety of learning tasks T which
are associated with the corresponding datasets DT . The training
episodes Depi are generated by a data distribution p(DT). Then
the learning procedure of parameter � is de�ned as:

�⇤ = argmin
�
EmEDm

epi⇠p(DT)L�(DT) (3)

wherem episodes of training samples are used in the optimization.
L� is the loss function that might take di�erent formulations de-
pending on the di�erent strategies to design a meta-learner. As it is
claimed in meta-learning, the models should be capable of tackling
the unseen tasks during testing stages. In order to achieve this
goal, the loss function for one episode can be further de�ned as theFinn, C., Abbeel, P. and Levine, S., Model-agnostic meta-learning for fast adaptation of deep networks. ICML 2017
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B ! A, then the parameters for both the marginal p̃(B) and the conditional p̃(A | B) must be
adapted. Assuming there is a linear relationship between sample complexity and the number of free
parameters, the sample complexity would be O(N2) for the anti-causal graph, compared to only
O(N) for the true underlying causal graph A ! B.

3 THE META-TRANSFER OBJECTIVE

Since the speed of adaptation to some transfer distribution is closely related to the right modularization
of knowledge, we propose to use it as a noisy signal to iteratively improve inference of the causal
structure from data. Moreover, we saw in Figure 1 that the gap between correct and incorrect models
is largest with a small amount of transfer data. In order to compare how fast some models adapt to a
change in distribution, we can quantify the speed of adaptation based on their accumulated online
performance after fine-tuning with gradient ascent on few examples from the transfer distribution.
More precisely, given a small “intervention” dataset Dint = {xt}Tt=1 from p̃, we can define the online
likelihood as

LG(Dint) =
TY

t=1

p(xt ; ✓
(t)
G

, G)
✓(1)
G

= ✓̂ML

G
(Dobs)

✓(t+1)
G

= ✓(t)
G

+ ↵r✓ log p(xt ; ✓
(t)
G

, G),
(3)

where ✓(t)
G

aggregates all the modules’ parameters in G after t steps of fine-tuning with gradient
ascent, with learning rate ↵, starting from the maximum-likelihood estimate ✓̂ML

G
(Dobs) on a large

amount of data Dobs from the training distribution p. Note that, in addition to its contribution to
the update of the parameters, each data point xt is also used to evaluate the performance of our
model so far; this is called a prequential analysis (Dawid, 1984), also corresponding to sequential
cross-validation (Gingras et al., 1999). From a structure learning perspective, the online likelihood
(or, equivalently, its logarithm) can be interpreted as a score we would like to maximize, in order to
recover the correct causal graph.

3.1 CONNECTION TO THE BAYESIAN SCORE

We can draw an interesting connection between the online log-likelihood, and a widely used score in
structure learning called the Bayesian score (Heckerman et al., 1995; Geiger & Heckerman, 1994).
The idea behind this score is to treat the problem of learning the structure from a fully Bayesian
perspective. If we define a prior over graphs p(G) and a prior p(✓G | G) over the parameters of each
graph G, the Bayesian score is defined as scoreB(G ; Dint) = log p(Dint | G) + log p(G), where
p(Dint | G) is the marginal likelihood

p(Dint | G) =
TY

t=1

p(xt | x1, . . . ,xt�1, G) =
TY

t=1

 Z

⇥G

p(xt | ✓G, G)p(✓G | x1:t�1, G) d✓G
�
.

(4)
In the online likelihood, the adapted parameters ✓(t)

G
act as summary of past data x1:t�1. Eq. (3) can

be seen as an approximation of the marginal likelihood in Equation (4), where the posteriors over
the parameters p(✓G | x1:t�1, G) is approximated by the point estimate ✓(t)

G
. Therefore, the online

log-likelihood provides a simple way to approximate the Bayesian score, which is often intractable.

3.2 A SMOOTH PARAMETRIZATION OF THE CAUSAL STRUCTURE

Due to the super-exponential number of possible Directed Acyclic Graphs (DAGs) over n nodes,
the problem of searching for a causal structure that maximizes some score is, in general, NP-hard
(Chickering, 2002a). However, we can parametrize our belief about causal graphs by keeping track
of the probability for each directed edge to be present. This provides a smooth parametrization of
graphs, which hinges on gradually changing our belief in individual binary decisions associated with
each edge of the causal graph. This allows us to define a fully differentiable meta-learning objective,
with all the beliefs being updated at the same time by gradient descent.

In this section, we study the simplest version of this idea, applied to our example on two random
variables from Section 2. Recall that here, we only have two hypotheses to choose from: either
A ! B or B ! A. We represent our belief of having an edge connecting A to B with a structural
parameter � such that p(A ! B) = �(�), where �(�) = 1/(1 + exp(��)) is the sigmoid function.
We propose, as a meta-transfer objective, the negative log-likelihood R (a form of regret) over the
mixture of these two models, where the mixture parameter is given by �(�):

R(Dint) = � log [�(�)LA!B(Dint) + (1� �(�))LB!A(Dint)] (5)
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B ! A, then the parameters for both the marginal p̃(B) and the conditional p̃(A | B) must be
adapted. Assuming there is a linear relationship between sample complexity and the number of free
parameters, the sample complexity would be O(N2) for the anti-causal graph, compared to only
O(N) for the true underlying causal graph A ! B.

3 THE META-TRANSFER OBJECTIVE

Since the speed of adaptation to some transfer distribution is closely related to the right modularization
of knowledge, we propose to use it as a noisy signal to iteratively improve inference of the causal
structure from data. Moreover, we saw in Figure 1 that the gap between correct and incorrect models
is largest with a small amount of transfer data. In order to compare how fast some models adapt to a
change in distribution, we can quantify the speed of adaptation based on their accumulated online
performance after fine-tuning with gradient ascent on few examples from the transfer distribution.
More precisely, given a small “intervention” dataset Dint = {xt}Tt=1 from p̃, we can define the online
likelihood as

LG(Dint) =
TY

t=1

p(xt ; ✓
(t)
G

, G)
✓(1)
G

= ✓̂ML

G
(Dobs)

✓(t+1)
G

= ✓(t)
G

+ ↵r✓ log p(xt ; ✓
(t)
G

, G),
(3)

where ✓(t)
G

aggregates all the modules’ parameters in G after t steps of fine-tuning with gradient
ascent, with learning rate ↵, starting from the maximum-likelihood estimate ✓̂ML

G
(Dobs) on a large

amount of data Dobs from the training distribution p. Note that, in addition to its contribution to
the update of the parameters, each data point xt is also used to evaluate the performance of our
model so far; this is called a prequential analysis (Dawid, 1984), also corresponding to sequential
cross-validation (Gingras et al., 1999). From a structure learning perspective, the online likelihood
(or, equivalently, its logarithm) can be interpreted as a score we would like to maximize, in order to
recover the correct causal graph.

3.1 CONNECTION TO THE BAYESIAN SCORE

We can draw an interesting connection between the online log-likelihood, and a widely used score in
structure learning called the Bayesian score (Heckerman et al., 1995; Geiger & Heckerman, 1994).
The idea behind this score is to treat the problem of learning the structure from a fully Bayesian
perspective. If we define a prior over graphs p(G) and a prior p(✓G | G) over the parameters of each
graph G, the Bayesian score is defined as scoreB(G ; Dint) = log p(Dint | G) + log p(G), where
p(Dint | G) is the marginal likelihood

p(Dint | G) =
TY

t=1

p(xt | x1, . . . ,xt�1, G) =
TY

t=1

 Z

⇥G

p(xt | ✓G, G)p(✓G | x1:t�1, G) d✓G
�
.

(4)
In the online likelihood, the adapted parameters ✓(t)

G
act as summary of past data x1:t�1. Eq. (3) can

be seen as an approximation of the marginal likelihood in Equation (4), where the posteriors over
the parameters p(✓G | x1:t�1, G) is approximated by the point estimate ✓(t)

G
. Therefore, the online

log-likelihood provides a simple way to approximate the Bayesian score, which is often intractable.

3.2 A SMOOTH PARAMETRIZATION OF THE CAUSAL STRUCTURE

Due to the super-exponential number of possible Directed Acyclic Graphs (DAGs) over n nodes,
the problem of searching for a causal structure that maximizes some score is, in general, NP-hard
(Chickering, 2002a). However, we can parametrize our belief about causal graphs by keeping track
of the probability for each directed edge to be present. This provides a smooth parametrization of
graphs, which hinges on gradually changing our belief in individual binary decisions associated with
each edge of the causal graph. This allows us to define a fully differentiable meta-learning objective,
with all the beliefs being updated at the same time by gradient descent.

In this section, we study the simplest version of this idea, applied to our example on two random
variables from Section 2. Recall that here, we only have two hypotheses to choose from: either
A ! B or B ! A. We represent our belief of having an edge connecting A to B with a structural
parameter � such that p(A ! B) = �(�), where �(�) = 1/(1 + exp(��)) is the sigmoid function.
We propose, as a meta-transfer objective, the negative log-likelihood R (a form of regret) over the
mixture of these two models, where the mixture parameter is given by �(�):

R(Dint) = � log [�(�)LA!B(Dint) + (1� �(�))LB!A(Dint)] (5)
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B ! A, then the parameters for both the marginal p̃(B) and the conditional p̃(A | B) must be
adapted. Assuming there is a linear relationship between sample complexity and the number of free
parameters, the sample complexity would be O(N2) for the anti-causal graph, compared to only
O(N) for the true underlying causal graph A ! B.

3 THE META-TRANSFER OBJECTIVE

Since the speed of adaptation to some transfer distribution is closely related to the right modularization
of knowledge, we propose to use it as a noisy signal to iteratively improve inference of the causal
structure from data. Moreover, we saw in Figure 1 that the gap between correct and incorrect models
is largest with a small amount of transfer data. In order to compare how fast some models adapt to a
change in distribution, we can quantify the speed of adaptation based on their accumulated online
performance after fine-tuning with gradient ascent on few examples from the transfer distribution.
More precisely, given a small “intervention” dataset Dint = {xt}Tt=1 from p̃, we can define the online
likelihood as

LG(Dint) =
TY

t=1

p(xt ; ✓
(t)
G

, G)
✓(1)
G

= ✓̂ML

G
(Dobs)

✓(t+1)
G

= ✓(t)
G

+ ↵r✓ log p(xt ; ✓
(t)
G

, G),
(3)

where ✓(t)
G

aggregates all the modules’ parameters in G after t steps of fine-tuning with gradient
ascent, with learning rate ↵, starting from the maximum-likelihood estimate ✓̂ML

G
(Dobs) on a large

amount of data Dobs from the training distribution p. Note that, in addition to its contribution to
the update of the parameters, each data point xt is also used to evaluate the performance of our
model so far; this is called a prequential analysis (Dawid, 1984), also corresponding to sequential
cross-validation (Gingras et al., 1999). From a structure learning perspective, the online likelihood
(or, equivalently, its logarithm) can be interpreted as a score we would like to maximize, in order to
recover the correct causal graph.

3.1 CONNECTION TO THE BAYESIAN SCORE

We can draw an interesting connection between the online log-likelihood, and a widely used score in
structure learning called the Bayesian score (Heckerman et al., 1995; Geiger & Heckerman, 1994).
The idea behind this score is to treat the problem of learning the structure from a fully Bayesian
perspective. If we define a prior over graphs p(G) and a prior p(✓G | G) over the parameters of each
graph G, the Bayesian score is defined as scoreB(G ; Dint) = log p(Dint | G) + log p(G), where
p(Dint | G) is the marginal likelihood

p(Dint | G) =
TY

t=1

p(xt | x1, . . . ,xt�1, G) =
TY

t=1

 Z

⇥G

p(xt | ✓G, G)p(✓G | x1:t�1, G) d✓G
�
.

(4)
In the online likelihood, the adapted parameters ✓(t)

G
act as summary of past data x1:t�1. Eq. (3) can

be seen as an approximation of the marginal likelihood in Equation (4), where the posteriors over
the parameters p(✓G | x1:t�1, G) is approximated by the point estimate ✓(t)

G
. Therefore, the online

log-likelihood provides a simple way to approximate the Bayesian score, which is often intractable.

3.2 A SMOOTH PARAMETRIZATION OF THE CAUSAL STRUCTURE

Due to the super-exponential number of possible Directed Acyclic Graphs (DAGs) over n nodes,
the problem of searching for a causal structure that maximizes some score is, in general, NP-hard
(Chickering, 2002a). However, we can parametrize our belief about causal graphs by keeping track
of the probability for each directed edge to be present. This provides a smooth parametrization of
graphs, which hinges on gradually changing our belief in individual binary decisions associated with
each edge of the causal graph. This allows us to define a fully differentiable meta-learning objective,
with all the beliefs being updated at the same time by gradient descent.

In this section, we study the simplest version of this idea, applied to our example on two random
variables from Section 2. Recall that here, we only have two hypotheses to choose from: either
A ! B or B ! A. We represent our belief of having an edge connecting A to B with a structural
parameter � such that p(A ! B) = �(�), where �(�) = 1/(1 + exp(��)) is the sigmoid function.
We propose, as a meta-transfer objective, the negative log-likelihood R (a form of regret) over the
mixture of these two models, where the mixture parameter is given by �(�):

R(Dint) = � log [�(�)LA!B(Dint) + (1� �(�))LB!A(Dint)] (5)
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ing the data and we won’t be able to enumerate all of them
(and pick the best one after observing episodes of adapta-
tion). However, we can parameterize our belief about an
exponentially large set of hypotheses by keeping track of the
probability for each directed edge of the graph to be present,
i.e., specify for each variable B whether some variable A is
a direct causal parent of B (for all pairs (A,B) in the graph).
We will develop such a smooth parametrization further in
Appendix F, but it hinges on gradually changing our belief
in the individual binary decisions associated with each edge
of the causal graph, so we can jointly do gradient descent
on all these beliefs at the same time.

In this section, we study the simplest possible version of this
idea, representing that edge belief via a structural parameter
� with �(�) = sigmoid(�), our believed probability that
A ! B is the correct choice. For that single pair of vari-
ables scenario, let us consider two explanations for the data
(as in the above sections, for models A ! B and B ! A),
one with probability p(A ! B) = �(�) and the other with
probability p(B ! A) = 1 � �(�). We can write down
our transfer objective as a log-likelihood over the mixture
of these two models. Note this is different from the usual
mixture models, which assume separately for each example
that it was sampled from one component or another with
some probability. Here, we assume that all of the observed
data was sampled from one component or the other. The
transfer data regret (negative log-likelihood accumulated
along the online adaptation trajectory) under that mixture is
therefore as follows:

R = � log [�(�)LA!B + (1� �(�))LB!A] (2)

where LA!B and LB!A are the online likelihoods of both
models respectively on the transfer data. They are defined
as

LA!B =
TY

t=1

PA!B(at, bt ; ✓t)

LB!A =
TY

t=1

PB!A(at, bt ; ✓t),

where {(at, bt)}t is the set of transfer examples for a given
episode and ✓t aggregates all the modules’ parameters as
of time step t (since the parameters could be updated after
each observation of an example (at, bt) from the transfer
distribution). Pmodel(a, b; ✓) is the likelihood of example
(a, b) under some model that has parameters ✓.

The quantity of interest here is @R
@� , which is our training

signal for updating �. In the experiments below, after each
episode involving T transfer examples we update � by doing
one step of gradient descent, to reduce the transfer negative
log-likelihood or regret R. What we are proposing is a
meta-learning framework in which the inner training loop

updates the module parameters (separately) as examples
are seen (from either distribution being currently observed),
while the outer loop updates the structural parameters (here
it is only the scalar �) with respect to the transfer negative
log-likelihood.

The gradient of the transfer log-likelihood with respect to the
structural parameter � is pushing �(�) towards the posterior
probability that the correct model is A ! B and (1� �(�))
towards the posterior probability that the correct model is
B ! A:
Proposition 2. The gradient of the negative log-likelihood
of the transfer data in Equation 2 wrt. the structural param-
eter @R

@� is given by

@R
@�

= P (A ! B | D2)� �(�), (3)

where D2 is the transfer data, and P (A ! B | D2) is the
posterior probability of the hypothesis A ! B (when the al-
ternative is B ! A). Furthermore, this can be equivalently
written as

@R
@�

= �(� +�)� �(�), (4)

where � = logLA!B � logLB!A is the difference be-
tween the log-likelihoods of the two hypotheses on the trans-
fer data D2.

The proof is given in Appendix D. Note how this poste-
rior probability is basically measuring which hypothesis
is better explaining the episode transfer data D2 overall
along the adaptation trajectory. D2 is a meta-example for
updating the structural parameters like �. Larger � of one
hypothesis over the other leads to moving meta-parameters
faster towards the favoured hypothesis. This difference in
online accumulated log-likelihoods � also relates to log-
likelihood scores in score-based methods for structure learn-
ing of graphical models (Koller & Friedman, 2009)1.

To find where SGD converges, note that the actual posterior
depends on the prior �(�) and thus keeps changing after
each gradient step. We are really doing SGD on the expected
value of R over transfer sets D2. Equating the gradient
of this expected value to zero to look for the stationary
convergence point, we thus see �(�) on both sides of the
equation, and we obtain convergence when the new value
of �(�) is consistent with the old value, as clarified in this
proposition.
Proposition 3. Stochastic gradient descent (with appropri-
ately decreasing learning rate) on ED2 [R] with steps from
@R
@� converges towards �(�) = 1 if ED2 [logLA!B ] >

ED2 [logLB!A], or �(�) = 0 otherwise.
1One can see logLA!B as a score attributed to graph A ! B,

analogously for logLB!A. The gradient is then pushing toward
the graph with the highest score.
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ing the data and we won’t be able to enumerate all of them
(and pick the best one after observing episodes of adapta-
tion). However, we can parameterize our belief about an
exponentially large set of hypotheses by keeping track of the
probability for each directed edge of the graph to be present,
i.e., specify for each variable B whether some variable A is
a direct causal parent of B (for all pairs (A,B) in the graph).
We will develop such a smooth parametrization further in
Appendix F, but it hinges on gradually changing our belief
in the individual binary decisions associated with each edge
of the causal graph, so we can jointly do gradient descent
on all these beliefs at the same time.

In this section, we study the simplest possible version of this
idea, representing that edge belief via a structural parameter
� with �(�) = sigmoid(�), our believed probability that
A ! B is the correct choice. For that single pair of vari-
ables scenario, let us consider two explanations for the data
(as in the above sections, for models A ! B and B ! A),
one with probability p(A ! B) = �(�) and the other with
probability p(B ! A) = 1 � �(�). We can write down
our transfer objective as a log-likelihood over the mixture
of these two models. Note this is different from the usual
mixture models, which assume separately for each example
that it was sampled from one component or another with
some probability. Here, we assume that all of the observed
data was sampled from one component or the other. The
transfer data regret (negative log-likelihood accumulated
along the online adaptation trajectory) under that mixture is
therefore as follows:

R = � log [�(�)LA!B + (1� �(�))LB!A] (2)

where LA!B and LB!A are the online likelihoods of both
models respectively on the transfer data. They are defined
as

LA!B =
TY

t=1

PA!B(at, bt ; ✓t)

LB!A =
TY

t=1

PB!A(at, bt ; ✓t),

where {(at, bt)}t is the set of transfer examples for a given
episode and ✓t aggregates all the modules’ parameters as
of time step t (since the parameters could be updated after
each observation of an example (at, bt) from the transfer
distribution). Pmodel(a, b; ✓) is the likelihood of example
(a, b) under some model that has parameters ✓.

The quantity of interest here is @R
@� , which is our training

signal for updating �. In the experiments below, after each
episode involving T transfer examples we update � by doing
one step of gradient descent, to reduce the transfer negative
log-likelihood or regret R. What we are proposing is a
meta-learning framework in which the inner training loop

updates the module parameters (separately) as examples
are seen (from either distribution being currently observed),
while the outer loop updates the structural parameters (here
it is only the scalar �) with respect to the transfer negative
log-likelihood.

The gradient of the transfer log-likelihood with respect to the
structural parameter � is pushing �(�) towards the posterior
probability that the correct model is A ! B and (1� �(�))
towards the posterior probability that the correct model is
B ! A:
Proposition 2. The gradient of the negative log-likelihood
of the transfer data in Equation 2 wrt. the structural param-
eter @R

@� is given by

@R
@�

= P (A ! B | D2)� �(�), (3)

where D2 is the transfer data, and P (A ! B | D2) is the
posterior probability of the hypothesis A ! B (when the al-
ternative is B ! A). Furthermore, this can be equivalently
written as

@R
@�

= �(� +�)� �(�), (4)

where � = logLA!B � logLB!A is the difference be-
tween the log-likelihoods of the two hypotheses on the trans-
fer data D2.

The proof is given in Appendix D. Note how this poste-
rior probability is basically measuring which hypothesis
is better explaining the episode transfer data D2 overall
along the adaptation trajectory. D2 is a meta-example for
updating the structural parameters like �. Larger � of one
hypothesis over the other leads to moving meta-parameters
faster towards the favoured hypothesis. This difference in
online accumulated log-likelihoods � also relates to log-
likelihood scores in score-based methods for structure learn-
ing of graphical models (Koller & Friedman, 2009)1.

To find where SGD converges, note that the actual posterior
depends on the prior �(�) and thus keeps changing after
each gradient step. We are really doing SGD on the expected
value of R over transfer sets D2. Equating the gradient
of this expected value to zero to look for the stationary
convergence point, we thus see �(�) on both sides of the
equation, and we obtain convergence when the new value
of �(�) is consistent with the old value, as clarified in this
proposition.
Proposition 3. Stochastic gradient descent (with appropri-
ately decreasing learning rate) on ED2 [R] with steps from
@R
@� converges towards �(�) = 1 if ED2 [logLA!B ] >

ED2 [logLB!A], or �(�) = 0 otherwise.
1One can see logLA!B as a score attributed to graph A ! B,

analogously for logLB!A. The gradient is then pushing toward
the graph with the highest score.

Soft Parametrization
• Each transfer adaptation	episode of	length T
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ing the data and we won’t be able to enumerate all of them
(and pick the best one after observing episodes of adapta-
tion). However, we can parameterize our belief about an
exponentially large set of hypotheses by keeping track of the
probability for each directed edge of the graph to be present,
i.e., specify for each variable B whether some variable A is
a direct causal parent of B (for all pairs (A,B) in the graph).
We will develop such a smooth parametrization further in
Appendix F, but it hinges on gradually changing our belief
in the individual binary decisions associated with each edge
of the causal graph, so we can jointly do gradient descent
on all these beliefs at the same time.

In this section, we study the simplest possible version of this
idea, representing that edge belief via a structural parameter
� with �(�) = sigmoid(�), our believed probability that
A ! B is the correct choice. For that single pair of vari-
ables scenario, let us consider two explanations for the data
(as in the above sections, for models A ! B and B ! A),
one with probability p(A ! B) = �(�) and the other with
probability p(B ! A) = 1 � �(�). We can write down
our transfer objective as a log-likelihood over the mixture
of these two models. Note this is different from the usual
mixture models, which assume separately for each example
that it was sampled from one component or another with
some probability. Here, we assume that all of the observed
data was sampled from one component or the other. The
transfer data regret (negative log-likelihood accumulated
along the online adaptation trajectory) under that mixture is
therefore as follows:

R = � log [�(�)LA!B + (1� �(�))LB!A] (2)

where LA!B and LB!A are the online likelihoods of both
models respectively on the transfer data. They are defined
as

LA!B =
TY

t=1

PA!B(at, bt ; ✓t)

LB!A =
TY

t=1

PB!A(at, bt ; ✓t),

where {(at, bt)}t is the set of transfer examples for a given
episode and ✓t aggregates all the modules’ parameters as
of time step t (since the parameters could be updated after
each observation of an example (at, bt) from the transfer
distribution). Pmodel(a, b; ✓) is the likelihood of example
(a, b) under some model that has parameters ✓.

The quantity of interest here is @R
@� , which is our training

signal for updating �. In the experiments below, after each
episode involving T transfer examples we update � by doing
one step of gradient descent, to reduce the transfer negative
log-likelihood or regret R. What we are proposing is a
meta-learning framework in which the inner training loop

updates the module parameters (separately) as examples
are seen (from either distribution being currently observed),
while the outer loop updates the structural parameters (here
it is only the scalar �) with respect to the transfer negative
log-likelihood.

The gradient of the transfer log-likelihood with respect to the
structural parameter � is pushing �(�) towards the posterior
probability that the correct model is A ! B and (1� �(�))
towards the posterior probability that the correct model is
B ! A:
Proposition 2. The gradient of the negative log-likelihood
of the transfer data in Equation 2 wrt. the structural param-
eter @R

@� is given by

@R
@�

= P (A ! B | D2)� �(�), (3)

where D2 is the transfer data, and P (A ! B | D2) is the
posterior probability of the hypothesis A ! B (when the al-
ternative is B ! A). Furthermore, this can be equivalently
written as

@R
@�

= �(� +�)� �(�), (4)

where � = logLA!B � logLB!A is the difference be-
tween the log-likelihoods of the two hypotheses on the trans-
fer data D2.

The proof is given in Appendix D. Note how this poste-
rior probability is basically measuring which hypothesis
is better explaining the episode transfer data D2 overall
along the adaptation trajectory. D2 is a meta-example for
updating the structural parameters like �. Larger � of one
hypothesis over the other leads to moving meta-parameters
faster towards the favoured hypothesis. This difference in
online accumulated log-likelihoods � also relates to log-
likelihood scores in score-based methods for structure learn-
ing of graphical models (Koller & Friedman, 2009)1.

To find where SGD converges, note that the actual posterior
depends on the prior �(�) and thus keeps changing after
each gradient step. We are really doing SGD on the expected
value of R over transfer sets D2. Equating the gradient
of this expected value to zero to look for the stationary
convergence point, we thus see �(�) on both sides of the
equation, and we obtain convergence when the new value
of �(�) is consistent with the old value, as clarified in this
proposition.
Proposition 3. Stochastic gradient descent (with appropri-
ately decreasing learning rate) on ED2 [R] with steps from
@R
@� converges towards �(�) = 1 if ED2 [logLA!B ] >

ED2 [logLB!A], or �(�) = 0 otherwise.
1One can see logLA!B as a score attributed to graph A ! B,

analogously for logLB!A. The gradient is then pushing toward
the graph with the highest score.
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ing the data and we won’t be able to enumerate all of them
(and pick the best one after observing episodes of adapta-
tion). However, we can parameterize our belief about an
exponentially large set of hypotheses by keeping track of the
probability for each directed edge of the graph to be present,
i.e., specify for each variable B whether some variable A is
a direct causal parent of B (for all pairs (A,B) in the graph).
We will develop such a smooth parametrization further in
Appendix F, but it hinges on gradually changing our belief
in the individual binary decisions associated with each edge
of the causal graph, so we can jointly do gradient descent
on all these beliefs at the same time.

In this section, we study the simplest possible version of this
idea, representing that edge belief via a structural parameter
� with �(�) = sigmoid(�), our believed probability that
A ! B is the correct choice. For that single pair of vari-
ables scenario, let us consider two explanations for the data
(as in the above sections, for models A ! B and B ! A),
one with probability p(A ! B) = �(�) and the other with
probability p(B ! A) = 1 � �(�). We can write down
our transfer objective as a log-likelihood over the mixture
of these two models. Note this is different from the usual
mixture models, which assume separately for each example
that it was sampled from one component or another with
some probability. Here, we assume that all of the observed
data was sampled from one component or the other. The
transfer data regret (negative log-likelihood accumulated
along the online adaptation trajectory) under that mixture is
therefore as follows:

R = � log [�(�)LA!B + (1� �(�))LB!A] (2)

where LA!B and LB!A are the online likelihoods of both
models respectively on the transfer data. They are defined
as

LA!B =
TY

t=1

PA!B(at, bt ; ✓t)

LB!A =
TY

t=1

PB!A(at, bt ; ✓t),

where {(at, bt)}t is the set of transfer examples for a given
episode and ✓t aggregates all the modules’ parameters as
of time step t (since the parameters could be updated after
each observation of an example (at, bt) from the transfer
distribution). Pmodel(a, b; ✓) is the likelihood of example
(a, b) under some model that has parameters ✓.

The quantity of interest here is @R
@� , which is our training

signal for updating �. In the experiments below, after each
episode involving T transfer examples we update � by doing
one step of gradient descent, to reduce the transfer negative
log-likelihood or regret R. What we are proposing is a
meta-learning framework in which the inner training loop

updates the module parameters (separately) as examples
are seen (from either distribution being currently observed),
while the outer loop updates the structural parameters (here
it is only the scalar �) with respect to the transfer negative
log-likelihood.

The gradient of the transfer log-likelihood with respect to the
structural parameter � is pushing �(�) towards the posterior
probability that the correct model is A ! B and (1� �(�))
towards the posterior probability that the correct model is
B ! A:
Proposition 2. The gradient of the negative log-likelihood
of the transfer data in Equation 2 wrt. the structural param-
eter @R

@� is given by

@R
@�

= P (A ! B | D2)� �(�), (3)

where D2 is the transfer data, and P (A ! B | D2) is the
posterior probability of the hypothesis A ! B (when the al-
ternative is B ! A). Furthermore, this can be equivalently
written as

@R
@�

= �(� +�)� �(�), (4)

where � = logLA!B � logLB!A is the difference be-
tween the log-likelihoods of the two hypotheses on the trans-
fer data D2.

The proof is given in Appendix D. Note how this poste-
rior probability is basically measuring which hypothesis
is better explaining the episode transfer data D2 overall
along the adaptation trajectory. D2 is a meta-example for
updating the structural parameters like �. Larger � of one
hypothesis over the other leads to moving meta-parameters
faster towards the favoured hypothesis. This difference in
online accumulated log-likelihoods � also relates to log-
likelihood scores in score-based methods for structure learn-
ing of graphical models (Koller & Friedman, 2009)1.

To find where SGD converges, note that the actual posterior
depends on the prior �(�) and thus keeps changing after
each gradient step. We are really doing SGD on the expected
value of R over transfer sets D2. Equating the gradient
of this expected value to zero to look for the stationary
convergence point, we thus see �(�) on both sides of the
equation, and we obtain convergence when the new value
of �(�) is consistent with the old value, as clarified in this
proposition.
Proposition 3. Stochastic gradient descent (with appropri-
ately decreasing learning rate) on ED2 [R] with steps from
@R
@� converges towards �(�) = 1 if ED2 [logLA!B ] >

ED2 [logLB!A], or �(�) = 0 otherwise.
1One can see logLA!B as a score attributed to graph A ! B,

analogously for logLB!A. The gradient is then pushing toward
the graph with the highest score.

Smooth Parametrization (Bivariate):

Regret

“Belief” of having an edge connection A to B
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B ! A, then the parameters for both the marginal p̃(B) and the conditional p̃(A | B) must be
adapted. Assuming there is a linear relationship between sample complexity and the number of free
parameters, the sample complexity would be O(N2) for the anti-causal graph, compared to only
O(N) for the true underlying causal graph A ! B.

3 THE META-TRANSFER OBJECTIVE

Since the speed of adaptation to some transfer distribution is closely related to the right modularization
of knowledge, we propose to use it as a noisy signal to iteratively improve inference of the causal
structure from data. Moreover, we saw in Figure 1 that the gap between correct and incorrect models
is largest with a small amount of transfer data. In order to compare how fast some models adapt to a
change in distribution, we can quantify the speed of adaptation based on their accumulated online
performance after fine-tuning with gradient ascent on few examples from the transfer distribution.
More precisely, given a small “intervention” dataset Dint = {xt}Tt=1 from p̃, we can define the online
likelihood as

LG(Dint) =
TY

t=1

p(xt ; ✓
(t)
G

, G)
✓(1)
G

= ✓̂ML

G
(Dobs)

✓(t+1)
G

= ✓(t)
G

+ ↵r✓ log p(xt ; ✓
(t)
G

, G),
(3)

where ✓(t)
G

aggregates all the modules’ parameters in G after t steps of fine-tuning with gradient
ascent, with learning rate ↵, starting from the maximum-likelihood estimate ✓̂ML

G
(Dobs) on a large

amount of data Dobs from the training distribution p. Note that, in addition to its contribution to
the update of the parameters, each data point xt is also used to evaluate the performance of our
model so far; this is called a prequential analysis (Dawid, 1984), also corresponding to sequential
cross-validation (Gingras et al., 1999). From a structure learning perspective, the online likelihood
(or, equivalently, its logarithm) can be interpreted as a score we would like to maximize, in order to
recover the correct causal graph.

3.1 CONNECTION TO THE BAYESIAN SCORE

We can draw an interesting connection between the online log-likelihood, and a widely used score in
structure learning called the Bayesian score (Heckerman et al., 1995; Geiger & Heckerman, 1994).
The idea behind this score is to treat the problem of learning the structure from a fully Bayesian
perspective. If we define a prior over graphs p(G) and a prior p(✓G | G) over the parameters of each
graph G, the Bayesian score is defined as scoreB(G ; Dint) = log p(Dint | G) + log p(G), where
p(Dint | G) is the marginal likelihood

p(Dint | G) =
TY

t=1

p(xt | x1, . . . ,xt�1, G) =
TY

t=1

 Z

⇥G

p(xt | ✓G, G)p(✓G | x1:t�1, G) d✓G
�
.

(4)
In the online likelihood, the adapted parameters ✓(t)

G
act as summary of past data x1:t�1. Eq. (3) can

be seen as an approximation of the marginal likelihood in Equation (4), where the posteriors over
the parameters p(✓G | x1:t�1, G) is approximated by the point estimate ✓(t)

G
. Therefore, the online

log-likelihood provides a simple way to approximate the Bayesian score, which is often intractable.

3.2 A SMOOTH PARAMETRIZATION OF THE CAUSAL STRUCTURE

Due to the super-exponential number of possible Directed Acyclic Graphs (DAGs) over n nodes,
the problem of searching for a causal structure that maximizes some score is, in general, NP-hard
(Chickering, 2002a). However, we can parametrize our belief about causal graphs by keeping track
of the probability for each directed edge to be present. This provides a smooth parametrization of
graphs, which hinges on gradually changing our belief in individual binary decisions associated with
each edge of the causal graph. This allows us to define a fully differentiable meta-learning objective,
with all the beliefs being updated at the same time by gradient descent.

In this section, we study the simplest version of this idea, applied to our example on two random
variables from Section 2. Recall that here, we only have two hypotheses to choose from: either
A ! B or B ! A. We represent our belief of having an edge connecting A to B with a structural
parameter � such that p(A ! B) = �(�), where �(�) = 1/(1 + exp(��)) is the sigmoid function.
We propose, as a meta-transfer objective, the negative log-likelihood R (a form of regret) over the
mixture of these two models, where the mixture parameter is given by �(�):

R(Dint) = � log [�(�)LA!B(Dint) + (1� �(�))LB!A(Dint)] (5)
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B ! A, then the parameters for both the marginal p̃(B) and the conditional p̃(A | B) must be
adapted. Assuming there is a linear relationship between sample complexity and the number of free
parameters, the sample complexity would be O(N2) for the anti-causal graph, compared to only
O(N) for the true underlying causal graph A ! B.

3 THE META-TRANSFER OBJECTIVE

Since the speed of adaptation to some transfer distribution is closely related to the right modularization
of knowledge, we propose to use it as a noisy signal to iteratively improve inference of the causal
structure from data. Moreover, we saw in Figure 1 that the gap between correct and incorrect models
is largest with a small amount of transfer data. In order to compare how fast some models adapt to a
change in distribution, we can quantify the speed of adaptation based on their accumulated online
performance after fine-tuning with gradient ascent on few examples from the transfer distribution.
More precisely, given a small “intervention” dataset Dint = {xt}Tt=1 from p̃, we can define the online
likelihood as

LG(Dint) =
TY

t=1

p(xt ; ✓
(t)
G

, G)
✓(1)
G

= ✓̂ML

G
(Dobs)

✓(t+1)
G

= ✓(t)
G

+ ↵r✓ log p(xt ; ✓
(t)
G

, G),
(3)

where ✓(t)
G

aggregates all the modules’ parameters in G after t steps of fine-tuning with gradient
ascent, with learning rate ↵, starting from the maximum-likelihood estimate ✓̂ML

G
(Dobs) on a large

amount of data Dobs from the training distribution p. Note that, in addition to its contribution to
the update of the parameters, each data point xt is also used to evaluate the performance of our
model so far; this is called a prequential analysis (Dawid, 1984), also corresponding to sequential
cross-validation (Gingras et al., 1999). From a structure learning perspective, the online likelihood
(or, equivalently, its logarithm) can be interpreted as a score we would like to maximize, in order to
recover the correct causal graph.

3.1 CONNECTION TO THE BAYESIAN SCORE

We can draw an interesting connection between the online log-likelihood, and a widely used score in
structure learning called the Bayesian score (Heckerman et al., 1995; Geiger & Heckerman, 1994).
The idea behind this score is to treat the problem of learning the structure from a fully Bayesian
perspective. If we define a prior over graphs p(G) and a prior p(✓G | G) over the parameters of each
graph G, the Bayesian score is defined as scoreB(G ; Dint) = log p(Dint | G) + log p(G), where
p(Dint | G) is the marginal likelihood

p(Dint | G) =
TY

t=1

p(xt | x1, . . . ,xt�1, G) =
TY

t=1

 Z

⇥G

p(xt | ✓G, G)p(✓G | x1:t�1, G) d✓G
�
.

(4)
In the online likelihood, the adapted parameters ✓(t)

G
act as summary of past data x1:t�1. Eq. (3) can

be seen as an approximation of the marginal likelihood in Equation (4), where the posteriors over
the parameters p(✓G | x1:t�1, G) is approximated by the point estimate ✓(t)

G
. Therefore, the online

log-likelihood provides a simple way to approximate the Bayesian score, which is often intractable.

3.2 A SMOOTH PARAMETRIZATION OF THE CAUSAL STRUCTURE

Due to the super-exponential number of possible Directed Acyclic Graphs (DAGs) over n nodes,
the problem of searching for a causal structure that maximizes some score is, in general, NP-hard
(Chickering, 2002a). However, we can parametrize our belief about causal graphs by keeping track
of the probability for each directed edge to be present. This provides a smooth parametrization of
graphs, which hinges on gradually changing our belief in individual binary decisions associated with
each edge of the causal graph. This allows us to define a fully differentiable meta-learning objective,
with all the beliefs being updated at the same time by gradient descent.

In this section, we study the simplest version of this idea, applied to our example on two random
variables from Section 2. Recall that here, we only have two hypotheses to choose from: either
A ! B or B ! A. We represent our belief of having an edge connecting A to B with a structural
parameter � such that p(A ! B) = �(�), where �(�) = 1/(1 + exp(��)) is the sigmoid function.
We propose, as a meta-transfer objective, the negative log-likelihood R (a form of regret) over the
mixture of these two models, where the mixture parameter is given by �(�):

R(Dint) = � log [�(�)LA!B(Dint) + (1� �(�))LB!A(Dint)] (5)

4

Data Intervention



Wednesday, April 15, 2020 When Representation Learning Meets Causal Inference25

Under review as a conference paper at ICLR 2020

Algorithm 1 Meta-learning algorithm for learning the structural parameter
Require: Two graph candidates G = A ! B and G = B ! A
Require: A training distribution p that factorizes over the correct causal graph

1: Set the initial structural parameter � = 0 . equal belief for both hypotheses
2: Sample a large dataset Dobs from the training distribution p
3: Pretrain the parameters of both models with maximum likelihood on Dobs

4: for each episode do
5: Draw a transfer distribution p̃ (via an intervention)
6: Sample a (small) transfer dataset Dint = {xt}Tt=1 from p̃
7: for t = 1, . . . , T do
8: Accumulate the online log-likelihood for both models LA!B and LB!A as they adapt
9: Do one step of gradient ascent for both models: ✓(t+1)

G
= ✓(t)

G
+ ↵r✓ log p(xt ; ✓

(t)
G

, G)

10: Compute the regret R(Dint)
11: Compute the gradient of the regret wrt. � (see Proposition 2)
12: Do one step of gradient descent on the regret w.r.t. �
13: Reset the models’ parameters to the maximum likelihood estimate on Dobs

We first experiment with the case where both A and B are discrete random variables, taking N
possible values. In this setting, we explored how two different parametrizations of the conditional
probability distributions (CPDs) might influence the convergence of the structural parameter. In the
first experiment, we parametrized the CPDs as multinomial logistic CPDs (Koller & Friedman, 2009),
maintaining a tabular representation of the conditional probabilities. For example, the conditional
distribution p(B | A) is represented as

p(B = j | A = i ; ✓) =
exp(✓ij)P
k
exp(✓ik)

, (9)

where the parameter ✓ is an N ⇥N matrix. We used a similar representation for the other marginal
and conditional distributions p(A), p(B) and p(A | B). In a second experiment, we used structured
CPDs, parametrized with multi-layer perceptrons (MLPs) with a softmax nonlinearity at the output
layer. The advantage over a tabular representation is the ability to share parameters for similar
contexts, and reduces the overall number of parameters required for each module. This would be
crucial if either the number of categories N , or the number of variables, increased significantly.

A B

A B

A B

A B

Figure 2: Evolution of the belief that A ! B is the correct causal model, as the number of episodes
increases, starting with an equal belief for both hypotheses. (Left) multinomial logistic CPDs, (right)
MLP parametrization.

In Figure 2, we show the evolution of �(�), which is the model’s belief of A ! B being the correct
causal model, as the number of episodes increases, for different values of N . As expected, the struc-
tural parameter converges correctly to �(�) ! 1, within a few hundreds episodes. This observation
is consistent on both experiments, regardless of the parametrization of the CPDs. Interestingly, the
structural parameter tends to converge faster with a larger value of N and a tabular representation,
illustrating the effect of the parameter counting argument described in Section 2.2, which is stronger
as N increases. Precisely when generalization is more difficult (too many parameters and too few
examples), we get a stronger signal about the better modularization.
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Figure 1: MLP Model Architecture for M = 3, N = 2 (fork3) SCM. The model
computes the conditional probabilities of Â, B̂, Ĉ given their parents using a stack
of three independent MLPs. The MLP input layer uses an adjacency matrix sampled
from Ber(�(�)) as an input mask to force the model to make use only of parent
nodes to predict their child node.

We first explain how we mitigate the
problem of searching in the super-
exponential set of graph structures. If
there are M such variables, the strat-
egy of considering all the possible
structural graphs as separate hypothe-
ses is not feasible because it would
require maintaining O(2M

2

) models
of the data. We note that we can
cheaply choose any of the 2M

2

pos-
sible DAGs through suitable indepen-
dent Bernoulli choices cij associated
with each edge i ! j of the causal
graph, i.e., sampling all the cij’s in-
dependently. Then we only need to
learn the M

2 coefficients �ij , and we
implicitly maintain a distribution over
the 2M

2

models corresponding to all
the possible draws of cij . Note that a slight dependency between the cij is induced if we require the
causal graph to be acyclic (which allows one to sample the X using ancestral sampling). To enforce
that constraint it is not sufficient to require cijcji = 0 (both cannot be 1). We deal with this problem
with a regularizer acting on the �’s in order to favour acyclic solutions (Zheng et al., 2018).
In our approach, each random variable’s structural assignment is modeled via Xi := f✓i(ci0 ⇥
X0, ci1 ⇥ X1, ..., cim ⇥ Xm, ✏i), where f✓i()̇ is a neural network (MLP) with parameters ✓i, and
cij ⇠ Bin(sigmoid(�ij)). Through this construction we can frame the causal induction problem as
an optimization problem, with ✓ optimized to maximize the likelihood of data under the model but
� optimized with respect to a meta-learning objective arising from changes in distribution because
of interventions. There are a few benefits for learning a parametrized ensemble of SCMs. Such an
ensemble is analogous to an ensemble of neural nets differing by their binary input dropout masks,
which select what variables are used as predictors of another variable.

3.3 FAST ADAPTATION BY META-LEARNING

Fast and slow weights To disentangle an environment’s stable, unchanging properties (the causal
structure) from unstable, changing properties (the effects of an intervention), we proposed in §3 to
distinguish between the model’s functional meta-parameters ✓slow and parameters ✓fast. The sum of
these weights, ✓ = ✓slow +✓fast, parametrizes the MLPs computing the conditionals Pi(Xi|Xpa(i); ✓i).
The fast weights and the slow weights terminology is drawn from Hinton & Plaut (1987). The
construction of ✓ as a sum of initial, slow weights plus zeroed, fast weight that are then allowed to
quickly adapt during a transfer episode is due to MAML (Finn et al., 2017). The ability to generalize
out-of-distribution by adapting to a transfer distribution can then be measured by the likelihood after
adapting the fast weights on transfer data.

Since an intervention is generally not persistent from one transfer distribution to another, the model’s
functional parameters (✓fast) are reset after each episode of transfer distribution adaptation. The
meta-parameters (✓slow, �) are preserved, then updated after each episode. Inspired by Bengio et al.
(2019), the meta-objective for each meta-example over some intervention distribution Dint is the
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where X is an example sampled from the intervention distribution Dint, C is an adjacency matrix
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power of an adjacency matrix, Cn, counts the number of length-n walks from node i to node j of the
graph in element cij . The trace of the n-th power of an adjacency matrix, Tr(Cn), counts the number
of length-n cycles in the graph. Causal structure learning is the recovery of the ground-truth C from
observational and interventional studies.
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1+e�x . We can also parametrize
the structural equations f✓A and f✓B in a differentiable manner, using conditional probability tables
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with the transfer generalization (the adaptation rate after the sparse change) being the training
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parametrization. For more background about different kinds of intervention we ask the reader to refer
Appendix A.3.

3 PROPOSED FRAMEWORK: META LEARNING FOR CAUSAL INDUCTION

Our framework disentangles the slow-changing meta-parameters, which reflect the stationary prop-
erties discovered by the learner, and the fast-changing parameters, which adapt in response to
interventional changes in distribution. We consider two kinds of meta-parameters: the causal graph
structure � and the model’s slow weights ✓slow, along with the meta-learning objective for both
of them. We also consider one kind of parameter: the model’s fast weights, ✓fast. We will call
✓ = ✓slow + ✓fast the sum of the slow, stationary meta-parameters and the fast, adaptational parameters.

3.1 TASK DESCRIPTION
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work, we restrict ourselves to inference of randomly-generated or manually-provided ground-truth
SCMs of M categorical random variables causally related via a DAG. The model is permitted to
see (1) data from the original ground-truth model, and (2) data from a modified ground-truth model
with a random intervention applied. In our experiments, at most one intervention is concurrently
performed. When an intervention is performed, a single node is randomly and uniformly chosen
among all M nodes, and its ground-truth distribution soft-intervened upon. The learner model is
aware of the samples having come from an intervention distribution, but is not aware of the identity
of the intervention node, and so must predict it. Each run of sampling steps under a given intervention
is referred to as an episode. The learner, over a large number of episodes, will experience all nodes
being intervened upon, and should be able to infer the SCM from these interventions.

3.2 CAUSAL INDUCTION AS AN OPTIMIZATION PROBLEM
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Figure 1: MLP Model Architecture for M = 3, N = 2 (fork3) SCM. The model
computes the conditional probabilities of Â, B̂, Ĉ given their parents using a stack
of three independent MLPs. The MLP input layer uses an adjacency matrix sampled
from Ber(�(�)) as an input mask to force the model to make use only of parent
nodes to predict their child node.

We first explain how we mitigate the
problem of searching in the super-
exponential set of graph structures. If
there are M such variables, the strat-
egy of considering all the possible
structural graphs as separate hypothe-
ses is not feasible because it would
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of the data. We note that we can
cheaply choose any of the 2M

2

pos-
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dependently. Then we only need to
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models corresponding to all
the possible draws of cij . Note that a slight dependency between the cij is induced if we require the
causal graph to be acyclic (which allows one to sample the X using ancestral sampling). To enforce
that constraint it is not sufficient to require cijcji = 0 (both cannot be 1). We deal with this problem
with a regularizer acting on the �’s in order to favour acyclic solutions (Zheng et al., 2018).
In our approach, each random variable’s structural assignment is modeled via Xi := f✓i(ci0 ⇥
X0, ci1 ⇥ X1, ..., cim ⇥ Xm, ✏i), where f✓i()̇ is a neural network (MLP) with parameters ✓i, and
cij ⇠ Bin(sigmoid(�ij)). Through this construction we can frame the causal induction problem as
an optimization problem, with ✓ optimized to maximize the likelihood of data under the model but
� optimized with respect to a meta-learning objective arising from changes in distribution because
of interventions. There are a few benefits for learning a parametrized ensemble of SCMs. Such an
ensemble is analogous to an ensemble of neural nets differing by their binary input dropout masks,
which select what variables are used as predictors of another variable.

3.3 FAST ADAPTATION BY META-LEARNING

Fast and slow weights To disentangle an environment’s stable, unchanging properties (the causal
structure) from unstable, changing properties (the effects of an intervention), we proposed in §3 to
distinguish between the model’s functional meta-parameters ✓slow and parameters ✓fast. The sum of
these weights, ✓ = ✓slow +✓fast, parametrizes the MLPs computing the conditionals Pi(Xi|Xpa(i); ✓i).
The fast weights and the slow weights terminology is drawn from Hinton & Plaut (1987). The
construction of ✓ as a sum of initial, slow weights plus zeroed, fast weight that are then allowed to
quickly adapt during a transfer episode is due to MAML (Finn et al., 2017). The ability to generalize
out-of-distribution by adapting to a transfer distribution can then be measured by the likelihood after
adapting the fast weights on transfer data.

Since an intervention is generally not persistent from one transfer distribution to another, the model’s
functional parameters (✓fast) are reset after each episode of transfer distribution adaptation. The
meta-parameters (✓slow, �) are preserved, then updated after each episode. Inspired by Bengio et al.
(2019), the meta-objective for each meta-example over some intervention distribution Dint is the
following1 "meta-transfer" loss:

R = �EX⇠Dint [logEC⇠Ber(�)[
Y

i

LC,i(X; ✓slow)]] (2)

where X is an example sampled from the intervention distribution Dint, C is an adjacency matrix
drawn from our belief distribution (parametrized by �) about graph structure configurations and

LC,i(X) = P (Xi|Xpa(i,C); ✓slow) (3)
is the likelihood of the i-th variable Xi of the sample X , when predicting it under the configuration
C from the set of its putative parents, Xpa(i,C).

1 These equations differ from Bengio et al. (2019) in that the t indices and products were dropped, because
the computation is not online.
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adjacency matrix drawn from 
belief distribution 

random and independent. Hence, within our setting the true causal graph is always identifiable in
principle (Eberhardt et al., 2012; Heinze-Deml et al., 2018). We consider here situations where a
single variable is randomly selected and intervened upon with a soft or imprecise intervention, its
identity is unknown and must be inferred.

A.4 EXPERIMENTAL SETUP

For all datasets, the weight parameters for the learned model is initialized randomly. In order to not
bias the structural parameters, all � is initialized to 0.5 in the beginning of training.

A.5 SYNTHETIC DATA

SCM with n variables is modeled by n feedforward neural networks (MLPs) as described in section
3.1. For simplicity, we assume use an acyclic causal graph such that we could easily sample from
it. Hence, given any pair of random variables A and B, either A �! B, B �! A or A and B are
independent.

The MLP representing the ground-truth SCM has its weights ✓ initialized use orthogonal initialization
with gain 2.5 and the biases are initialized using a uniform initialization between �1.1 and 1.1, which
was empirically found to yield "interesting" yet learnable random SCMs.
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Figure 7: Left: Every possible 3-variable connected DAG. Right: Cross entropy for edge probability between learned and ground-truth SCM
for all 3-variable SCMs.

A.5.1 BNLEARN DATA REPOSITORY

The repo contains many datasets with various sizes and structures modeling different variables. We
evaluate our model on 3 of the datasets in the repo, namely the Earthquake (Korb & Nicholson,
2010), Cancer (Korb & Nicholson, 2010) and Asia (Lauritzen & Spiegelhalter, 1988) datasets. The
ground-truth model structure for the Cancer (Korb & Nicholson, 2010) and Earthquake (Korb &
Nicholson, 2010) datasets are shown in Figure 8. Note that even though the structure for the 2 datasets
seems to be the same, the conditional probability tables (CPTs) for these 2 datasets are very different
and hence results in different structured causal models (SCMs) for the 2 datasets.

Figure 8: Left: Ground Truth SCM for Cancer. Middle: Groundtruth SCM for Earthquake. Right: Groundtruth SCM for Asia.
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Hoyer et al., 2009; Daniusis et al., 2012; Budhathoki & Vreeken, 2017; Kalainathan et al., 2018).
However, many real-world datasets have an inherent distributional heterogeneity due to different
interventions to the variables composing the model. In these situations interventional approaches are
needed (e.g. Heckerman et al., 1995; Cooper & Yoo, 1999; Hauser & Bühlmann, 2012; Peters et al.,
2016; Rothenhäusler et al., 2015; Ghassami et al., 2017). Established approaches for causal inference
are often either relying on restrictive assumptions or on conditional independence testing, which is
hard (Shah & Peters, 2018). Furthermore, most of these approaches either assume full knowledge of
the intervention or make strong assumptions about its form (Heinze-Deml et al., 2018).

However, in the real world, interventions are also not always performed by an experimenter. They
can be performed by other agents, or by environmental changes in ways that are unknown, or by
a naive learner (like a robot) which does not know precisely yet how its low-level actions change
high-level causal variables. In this paper, we look at the setting where interventions are unknown, and
our goal is to discover causal graphs given unknown-intervention samples. The challenging aspect of
this setting is to not only learn the causal graph structure, but also predict the intervention accurately.
In this setting, we need to make sure to: (1) avoid an exponential search over all possible DAGs, (2)
handle unknown interventions, (3) model the effect of interventions, and (4) model the underlying
causal structure.

One possibility for learning a causal structure (through SCM modelling) is to perform many ex-

periments in which one executes interventions. Thus, such interventions modify the effect of the
intervened upon variable from its parents in the corresponding DAG, which the model has to quickly
adapt to. We can make parallel connections to meta-learning, where the inner loop can be consid-
ered as fast adaptation to the distribution change, and outer loop can be considered as learning the
stationary meta-parameters of the model. For causal induction, one can consider each distribution
which arises as a result of an intervention as a meta-example, and use a meta-learning objective for
fast adaptation in response to an intervention. One can think of model parameters as being composed
of slow- and fast-changing parameters. The slow parameters are analogous to the meta-parameters in
meta-learning and are used for (1) intervention prediction in order to handle the unknown intervention
and for (2) modeling the underlying causal structure. On the other hand, the fast parameters are used
to model the effect of interventions. An explicit search over the exponentially-growing space of all
possible DAGs is avoided by modeling the conditionals of the structural causal model using function
approximators, with one neural network per variable. The belief over whether one node i is a direct
causal parent of another node j corresponds to a dropout probability for the i-th input of network j

(which predicts variable j given its parents). This cheaply represents all 2M
2

possible model graphs,
with the graph search implicitly achieved by learning these dropout probabilities. We thus propose a
new method for fast adaptation and learning of neural causal models by framing the problem in a
meta-learning setting, similar to (Dasgupta et al., 2019; Bengio et al., 2019).

Our contributions Our key contributions can be summarized as follows:

• Handle causal induction to the case where the variable on which a soft intervention took
place is not known by the learner, and show that better results can be obtained when the
learner attempts to infer that information and uses it to appropriately change parameters and
meta-parameters.

• We bypass the issue of having to optimize over and represent an exponentially large set of
discrete causal graphs by learning an efficiently parametrized ensemble of SCMs,

• Show that our algorithm correctly identifies the causal graph and use the learned graph for
generalization to an unseen environment.

2 PRELIMINARIES

A Structural Causal Model (SCM) (Peters et al., 2017) over a finite number M of random variables
Xi is a set of structural assignments

Xi := fi(Xpa(i,C), Ni) , 8i 2 {0, . . . ,M � 1} (1)

where Ni is jointly-independent noise and pa(i, C) is the set of parents (direct causes) of variable
i under configuration C of the SCM directed acyclic graph, i.e., C 2 {0, 1}M⇥M , with cij = 1 if
node i has node j as a parent (equivalently, Xj 2 Xpa(i,C); i.e. Xj is a direct cause of Xi). The n-th
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of slow- and fast-changing parameters. The slow parameters are analogous to the meta-parameters in
meta-learning and are used for (1) intervention prediction in order to handle the unknown intervention
and for (2) modeling the underlying causal structure. On the other hand, the fast parameters are used
to model the effect of interventions. An explicit search over the exponentially-growing space of all
possible DAGs is avoided by modeling the conditionals of the structural causal model using function
approximators, with one neural network per variable. The belief over whether one node i is a direct
causal parent of another node j corresponds to a dropout probability for the i-th input of network j

(which predicts variable j given its parents). This cheaply represents all 2M
2

possible model graphs,
with the graph search implicitly achieved by learning these dropout probabilities. We thus propose a
new method for fast adaptation and learning of neural causal models by framing the problem in a
meta-learning setting, similar to (Dasgupta et al., 2019; Bengio et al., 2019).

Our contributions Our key contributions can be summarized as follows:

• Handle causal induction to the case where the variable on which a soft intervention took
place is not known by the learner, and show that better results can be obtained when the
learner attempts to infer that information and uses it to appropriately change parameters and
meta-parameters.

• We bypass the issue of having to optimize over and represent an exponentially large set of
discrete causal graphs by learning an efficiently parametrized ensemble of SCMs,

• Show that our algorithm correctly identifies the causal graph and use the learned graph for
generalization to an unseen environment.

2 PRELIMINARIES

A Structural Causal Model (SCM) (Peters et al., 2017) over a finite number M of random variables
Xi is a set of structural assignments

Xi := fi(Xpa(i,C), Ni) , 8i 2 {0, . . . ,M � 1} (1)

where Ni is jointly-independent noise and pa(i, C) is the set of parents (direct causes) of variable
i under configuration C of the SCM directed acyclic graph, i.e., C 2 {0, 1}M⇥M , with cij = 1 if
node i has node j as a parent (equivalently, Xj 2 Xpa(i,C); i.e. Xj is a direct cause of Xi). The n-th

2

differentiable joint independent noise
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Figure 1: MLP Model Architecture for M = 3, N = 2 (fork3) SCM. The model
computes the conditional probabilities of Â, B̂, Ĉ given their parents using a stack
of three independent MLPs. The MLP input layer uses an adjacency matrix sampled
from Ber(�(�)) as an input mask to force the model to make use only of parent
nodes to predict their child node.
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models corresponding to all
the possible draws of cij . Note that a slight dependency between the cij is induced if we require the
causal graph to be acyclic (which allows one to sample the X using ancestral sampling). To enforce
that constraint it is not sufficient to require cijcji = 0 (both cannot be 1). We deal with this problem
with a regularizer acting on the �’s in order to favour acyclic solutions (Zheng et al., 2018).
In our approach, each random variable’s structural assignment is modeled via Xi := f✓i(ci0 ⇥
X0, ci1 ⇥ X1, ..., cim ⇥ Xm, ✏i), where f✓i()̇ is a neural network (MLP) with parameters ✓i, and
cij ⇠ Bin(sigmoid(�ij)). Through this construction we can frame the causal induction problem as
an optimization problem, with ✓ optimized to maximize the likelihood of data under the model but
� optimized with respect to a meta-learning objective arising from changes in distribution because
of interventions. There are a few benefits for learning a parametrized ensemble of SCMs. Such an
ensemble is analogous to an ensemble of neural nets differing by their binary input dropout masks,
which select what variables are used as predictors of another variable.

3.3 FAST ADAPTATION BY META-LEARNING

Fast and slow weights To disentangle an environment’s stable, unchanging properties (the causal
structure) from unstable, changing properties (the effects of an intervention), we proposed in §3 to
distinguish between the model’s functional meta-parameters ✓slow and parameters ✓fast. The sum of
these weights, ✓ = ✓slow +✓fast, parametrizes the MLPs computing the conditionals Pi(Xi|Xpa(i); ✓i).
The fast weights and the slow weights terminology is drawn from Hinton & Plaut (1987). The
construction of ✓ as a sum of initial, slow weights plus zeroed, fast weight that are then allowed to
quickly adapt during a transfer episode is due to MAML (Finn et al., 2017). The ability to generalize
out-of-distribution by adapting to a transfer distribution can then be measured by the likelihood after
adapting the fast weights on transfer data.

Since an intervention is generally not persistent from one transfer distribution to another, the model’s
functional parameters (✓fast) are reset after each episode of transfer distribution adaptation. The
meta-parameters (✓slow, �) are preserved, then updated after each episode. Inspired by Bengio et al.
(2019), the meta-objective for each meta-example over some intervention distribution Dint is the
following1 "meta-transfer" loss:

R = �EX⇠Dint [logEC⇠Ber(�)[
Y

i

LC,i(X; ✓slow)]] (2)

where X is an example sampled from the intervention distribution Dint, C is an adjacency matrix
drawn from our belief distribution (parametrized by �) about graph structure configurations and

LC,i(X) = P (Xi|Xpa(i,C); ✓slow) (3)
is the likelihood of the i-th variable Xi of the sample X , when predicting it under the configuration
C from the set of its putative parents, Xpa(i,C).

1 These equations differ from Bengio et al. (2019) in that the t indices and products were dropped, because
the computation is not online.
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Fast and Slow Weights (Multivariate):

Ke, N.R., Bilaniuk, O., Goyal, A., Bauer, S., Larochelle, H., Pal, C. and Bengio, Y., 2019. Learning Neural Causal Models from Unknown 
Interventions. arXiv preprint arXiv:1910.01075.

A.2 TRAINING ALGORITHM

In this section, we describe the training algorithm in detail.

Algorithm 1 Training Algorithm
1: procedure TRAINING(Categorical Distribution D, with M nodes and N categories)
2: Let i an integer from 0 to M � 1
3:
4: for kpretrain steps do . Pretraining Loop
5: x ⇠ D . Sample data from D
6: c ⇠ Ber(�(�)) . Sample config from structure distribution
7: L = � logP (x|c) . Compute log-probability of data given config
8: ✓slow  Adam(✓slow,r✓L) . Update ✓slow

9: for kintervention steps do . Interventions Loop
10: I_N randint(0, M � 1)
11: Dint := D with intervention on node I_N
12: if predicting intervention then
13: Li  0 8i
14: for kpredict steps do . Prediction Loop
15: x ⇠ Dint . Draw batch of data from D
16: c ⇠ Ber(�(�)) . Draw config from structure distribution
17: Li  Li +� logPi(x|ci; ✓slow)8i . Accumulate NLL for every node i separately
18: I_N argmax(Li)

19: gammagrads, logregrets = [], []
20: for kepisode steps do . Transfer Episode Adaptation Loop
21: x ⇠ Dint
22: gammagrad, logregret = 0, 0
23: for kcfg steps do . Configurations Loop
24: c ⇠ Ber(�(�))
25: Li = � logPi(x|ci; ✓slow) 8i
26: gammagrad += �(�)� c . Accumulate � gradient
27: logregret +=

P
i 6=I_N

Li . Accumulate regret

28: gammagrads.append(gammagrad)
29: logregrets.append(logregret)

30: J  �MaxEnt LMaxEnt(�) + �Sparse LSparse(�) + �DAG LDAG(�) . Regularizers
31: r�  r�J +

P
k
gammagradskijlogregrets.softmax(0)ki . � gradient estimator

32: �  Adam(�,r�) . Update �

A.3 PRELIMINARIES

Interventions In a purely-observational setting, it is known that causal graphs can be distinguished
only up to a Markov equivalence class. In order to identify the true causal graph intervention data is
needed (Eberhardt et al., 2012). Several types of common interventions may be available (Eaton &
Murphy, 2007a). These are: No intervention: only observational data is obtained from the ground
truth causal model. Hard/perfect: the value of a single or several variables is fixed and then ancestral
sampling is performed on the other variables. Soft/imperfect: the conditional distribution of the
variable on which the intervention is performed is changed. Uncertain: the learner is not sure of
which variable exactly the intervention affected directly. Here we make use of soft interventions for
several reasons: First, they include hard interventions as a limiting case and hence are more general.
Second, in many real-world scenarios, it is more difficult to perform a hard intervention compared to
a soft one. We also deal with a special case of uncertain interventions, where the variable selected for
intervention is random and unknown. We call these unidentified or unknown interventions.

Causal sufficiency The inability to distinguish which causal graph, within a Markov equivalence
class, is the correct one in the purely-observational setting is called the identifiability problem. In
our setting, all variables are observed (there are no latent confounders) and all interventions are
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Figure 1: MLP Model Architecture for M = 3, N = 2 (fork3) SCM. The model
computes the conditional probabilities of Â, B̂, Ĉ given their parents using a stack
of three independent MLPs. The MLP input layer uses an adjacency matrix sampled
from Ber(�(�)) as an input mask to force the model to make use only of parent
nodes to predict their child node.
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models corresponding to all
the possible draws of cij . Note that a slight dependency between the cij is induced if we require the
causal graph to be acyclic (which allows one to sample the X using ancestral sampling). To enforce
that constraint it is not sufficient to require cijcji = 0 (both cannot be 1). We deal with this problem
with a regularizer acting on the �’s in order to favour acyclic solutions (Zheng et al., 2018).
In our approach, each random variable’s structural assignment is modeled via Xi := f✓i(ci0 ⇥
X0, ci1 ⇥ X1, ..., cim ⇥ Xm, ✏i), where f✓i()̇ is a neural network (MLP) with parameters ✓i, and
cij ⇠ Bin(sigmoid(�ij)). Through this construction we can frame the causal induction problem as
an optimization problem, with ✓ optimized to maximize the likelihood of data under the model but
� optimized with respect to a meta-learning objective arising from changes in distribution because
of interventions. There are a few benefits for learning a parametrized ensemble of SCMs. Such an
ensemble is analogous to an ensemble of neural nets differing by their binary input dropout masks,
which select what variables are used as predictors of another variable.
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Fast and slow weights To disentangle an environment’s stable, unchanging properties (the causal
structure) from unstable, changing properties (the effects of an intervention), we proposed in §3 to
distinguish between the model’s functional meta-parameters ✓slow and parameters ✓fast. The sum of
these weights, ✓ = ✓slow +✓fast, parametrizes the MLPs computing the conditionals Pi(Xi|Xpa(i); ✓i).
The fast weights and the slow weights terminology is drawn from Hinton & Plaut (1987). The
construction of ✓ as a sum of initial, slow weights plus zeroed, fast weight that are then allowed to
quickly adapt during a transfer episode is due to MAML (Finn et al., 2017). The ability to generalize
out-of-distribution by adapting to a transfer distribution can then be measured by the likelihood after
adapting the fast weights on transfer data.

Since an intervention is generally not persistent from one transfer distribution to another, the model’s
functional parameters (✓fast) are reset after each episode of transfer distribution adaptation. The
meta-parameters (✓slow, �) are preserved, then updated after each episode. Inspired by Bengio et al.
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is the likelihood of the i-th variable Xi of the sample X , when predicting it under the configuration
C from the set of its putative parents, Xpa(i,C).

1 These equations differ from Bengio et al. (2019) in that the t indices and products were dropped, because
the computation is not online.
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Algorithm 1 Meta-learning algorithm for learning the structural parameter
Require: Two graph candidates G = A ! B and G = B ! A
Require: A training distribution p that factorizes over the correct causal graph

1: Set the initial structural parameter � = 0 . equal belief for both hypotheses
2: Sample a large dataset Dobs from the training distribution p
3: Pretrain the parameters of both models with maximum likelihood on Dobs

4: for each episode do
5: Draw a transfer distribution p̃ (via an intervention)
6: Sample a (small) transfer dataset Dint = {xt}Tt=1 from p̃
7: for t = 1, . . . , T do
8: Accumulate the online log-likelihood for both models LA!B and LB!A as they adapt
9: Do one step of gradient ascent for both models: ✓(t+1)

G
= ✓(t)

G
+ ↵r✓ log p(xt ; ✓

(t)
G

, G)

10: Compute the regret R(Dint)
11: Compute the gradient of the regret wrt. � (see Proposition 2)
12: Do one step of gradient descent on the regret w.r.t. �
13: Reset the models’ parameters to the maximum likelihood estimate on Dobs

We first experiment with the case where both A and B are discrete random variables, taking N
possible values. In this setting, we explored how two different parametrizations of the conditional
probability distributions (CPDs) might influence the convergence of the structural parameter. In the
first experiment, we parametrized the CPDs as multinomial logistic CPDs (Koller & Friedman, 2009),
maintaining a tabular representation of the conditional probabilities. For example, the conditional
distribution p(B | A) is represented as

p(B = j | A = i ; ✓) =
exp(✓ij)P
k
exp(✓ik)

, (9)

where the parameter ✓ is an N ⇥N matrix. We used a similar representation for the other marginal
and conditional distributions p(A), p(B) and p(A | B). In a second experiment, we used structured
CPDs, parametrized with multi-layer perceptrons (MLPs) with a softmax nonlinearity at the output
layer. The advantage over a tabular representation is the ability to share parameters for similar
contexts, and reduces the overall number of parameters required for each module. This would be
crucial if either the number of categories N , or the number of variables, increased significantly.

A B

A B

A B

A B

Figure 2: Evolution of the belief that A ! B is the correct causal model, as the number of episodes
increases, starting with an equal belief for both hypotheses. (Left) multinomial logistic CPDs, (right)
MLP parametrization.

In Figure 2, we show the evolution of �(�), which is the model’s belief of A ! B being the correct
causal model, as the number of episodes increases, for different values of N . As expected, the struc-
tural parameter converges correctly to �(�) ! 1, within a few hundreds episodes. This observation
is consistent on both experiments, regardless of the parametrization of the CPDs. Interestingly, the
structural parameter tends to converge faster with a larger value of N and a tabular representation,
illustrating the effect of the parameter counting argument described in Section 2.2, which is stronger
as N increases. Precisely when generalization is more difficult (too many parameters and too few
examples), we get a stronger signal about the better modularization.
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10: Compute the regret R(Dint)
11: Compute the gradient of the regret wrt. � (see Proposition 2)
12: Do one step of gradient descent on the regret w.r.t. �
13: Reset the models’ parameters to the maximum likelihood estimate on Dobs

We first experiment with the case where both A and B are discrete random variables, taking N
possible values. In this setting, we explored how two different parametrizations of the conditional
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Proposition 2):
@R
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=
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p(1� p)
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�
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M
(53)
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M
(54)

This derivation is valid since we assume that p 2 (0, 1). Suppose that p 6= 0; multiplying both sides
of Equation (50) by p gives

0 = EDint
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M

�
(55)
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M
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�
(56)
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M
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�
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M
� 1

�
(58)

For this equation to be satisfied, we need LB!A = M almost surely, since LB!A(Dint)  M by
construction. This would, however, correspond to p = 0, which contradicts our assumption. Similarly,
assuming that p 6= 1, we can also multiply both sides of Equation (50) by 1� p and get

0 = EDint


(1� p)(LB!A(Dint)� LA!B(Dint)

M

�
(59)
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�
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�
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Again, this can only be true if LA!B = M almost surely, meaning that p = 1, contradicting our
assumption. We conclude that the solutions p 2 (0, 1) are not possible because they would lead to
inconsistent conclusions, which leaves only p = 0 or p = 1. ⌅

D RESULTS ON LEARNING WHICH IS CAUSE AND WHICH IS EFFECT

In order to assess the performance of our meta-learning algorithm, we applied it on generated data
from three different domains: discrete random variables, multimodal continuous random variables
and multivariate Gaussian-distributed variables. In this section, we describe the setups for all three
experiments, along with additional results to complement the results descrbed in Section 3.3. Note that
in all these experiments, we fix the ground-truth structure as A ! B, and only perform interventions
on the cause A.

D.1 DISCRETE VARIABLES WITH TABULAR REPRESENTATION

We consider a bivariate model, where both random variables are sampled from a categorical distribu-
tion. The underlying ground-truth model can be described as

A ⇠ Categorical(⇡A) (63)
B | A = a ⇠ Categorical(⇡B|a), (64)
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with ⇡A a probability vector of size N , and ⇡B|a a probability vector of size N , which depends on
the value of the variable A. In our experiment, each random variable can take one of N = 10 or
N = 100 values. Since we are working with only two variables, the only two possible models are:

• Model A ! B: p(A,B) = p(A)p(B | A)

• Model B ! A: p(A,B) = p(B)p(A | B)

We build 4 different modules, corresponding to every possible marginal and conditional distributions.
Here, we use multinomial logistic Conditional Probability Distributions (Koller & Friedman, 2009).
The modules’ definition, and their corresponding parameters, are shown in Table D.1.

Table D.1: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables. Model A ! B and Model B ! A both have the same number
of parameters N2 +N .

Distribution Module Parameters Dimension

Model p(A) p(xA = i ; ✓A) = [softmax(✓A)]i ✓A N
A ! B p(B | A) p(xB = j | xA = i ; ✓B|A) = [softmax(✓B|A(i))]j ✓B|A N2

Model p(B) p(xB = j ; ✓B) = [softmax(✓B)]j ✓B N
B ! A p(A | B) p(xA = i | xB = j ; ✓A|B) = [softmax(✓A|B(j))]i ✓A|B N2

In order to get a set of initial parameters, we first train all 4 modules on a training distribution (p in
the main text). This distribution corresponds to a fixed choice of ⇡(1)

A
and ⇡B|a (for all N possible

values of a). The superscript in ⇡(1)
A

emphasizes the fact that this defines the distribution prior to an
intervention, with the mechanism p(B | A) being unchanged by the intervention. These probability
vectors are sampled randomly from a uniform Dirichlet distribution:

⇡(1)
A

⇠ Dirichlet(1N ) (65)
⇡B|a ⇠ Dirichlet(1N ) 8a 2 [1, N ]. (66)

Given this training distribution, we can sample a large dataset of samples Dobs = {ai, bi}mi=1 for
the ground truth model, using ancestral sampling. Using Dobs, we can train all 4 modules using
gradient ascent on the log-likelihood (or any other advanced first-order optimizer, like RMSprop).
The parameters ✓A, ✓B|A, ✓B & ✓A|B of the maximum likelihood estimate will be used as the initial
parameters for the adaptation on the new transfer distribution.

Similar to the way we defined the training distribution, we can define a transfer distribution (p̃ in the
main text) as an intervention on the random variable A. In this experiment, this accounts for changing
the distribution of A, that is with a new probability vector ⇡(2)

A
, also sampled from a uniform Dirichlet

distribution
⇡(2)
A

⇠ Dirichlet(1N ). (67)

To perform adaptation on the transfer distribution, we also sample a smaller transfer dataset Dint =
{at, bt}Tt=1, with T ⌧ m. In our experiment, we used T = 20 datapoints, following the observation
from Section 2.1.

D.2 DISCRETE VARIABLES WITH MLP PARAMETRIZATION

We consider a bivariate model, similar to the one defined in Appendix D.1, where each random
variable is sampled from a categorical distribution. Instead of expressing the CPDs in tabular form,
we use structured CPDs, parametrized with multi-layer perceptrons (MLPs). In our experiment, all
the MLPs have only one hidden layer with H = 8 hidden units, with a ReLU non-linearity, and the
output layer has a softmax non-linearity. To avoid any modeling bias, we assume that the ground-truth
model is also parametrized by MLPs, such that

A ⇠ Categorical(MLP(0 ; WA)) (68)
B | A = a ⇠ Categorical(MLP(1[a] ; WB)) (69)
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Similar to the way we defined the training distribution, we can define a transfer distribution (p̃ in the
main text) as an intervention on the random variable A. In this experiment, this accounts for changing
the distribution of A, that is with a new probability vector ⇡(2)

A
, also sampled from a uniform Dirichlet

distribution
⇡(2)
A

⇠ Dirichlet(1N ). (67)

To perform adaptation on the transfer distribution, we also sample a smaller transfer dataset Dint =
{at, bt}Tt=1, with T ⌧ m. In our experiment, we used T = 20 datapoints, following the observation
from Section 2.1.

D.2 DISCRETE VARIABLES WITH MLP PARAMETRIZATION

We consider a bivariate model, similar to the one defined in Appendix D.1, where each random
variable is sampled from a categorical distribution. Instead of expressing the CPDs in tabular form,
we use structured CPDs, parametrized with multi-layer perceptrons (MLPs). In our experiment, all
the MLPs have only one hidden layer with H = 8 hidden units, with a ReLU non-linearity, and the
output layer has a softmax non-linearity. To avoid any modeling bias, we assume that the ground-truth
model is also parametrized by MLPs, such that

A ⇠ Categorical(MLP(0 ; WA)) (68)
B | A = a ⇠ Categorical(MLP(1[a] ; WB)) (69)
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with ⇡A a probability vector of size N , and ⇡B|a a probability vector of size N , which depends on
the value of the variable A. In our experiment, each random variable can take one of N = 10 or
N = 100 values. Since we are working with only two variables, the only two possible models are:

• Model A ! B: p(A,B) = p(A)p(B | A)

• Model B ! A: p(A,B) = p(B)p(A | B)

We build 4 different modules, corresponding to every possible marginal and conditional distributions.
Here, we use multinomial logistic Conditional Probability Distributions (Koller & Friedman, 2009).
The modules’ definition, and their corresponding parameters, are shown in Table D.1.

Table D.1: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables. Model A ! B and Model B ! A both have the same number
of parameters N2 +N .

Distribution Module Parameters Dimension

Model p(A) p(xA = i ; ✓A) = [softmax(✓A)]i ✓A N
A ! B p(B | A) p(xB = j | xA = i ; ✓B|A) = [softmax(✓B|A(i))]j ✓B|A N2

Model p(B) p(xB = j ; ✓B) = [softmax(✓B)]j ✓B N
B ! A p(A | B) p(xA = i | xB = j ; ✓A|B) = [softmax(✓A|B(j))]i ✓A|B N2

In order to get a set of initial parameters, we first train all 4 modules on a training distribution (p in
the main text). This distribution corresponds to a fixed choice of ⇡(1)

A
and ⇡B|a (for all N possible

values of a). The superscript in ⇡(1)
A

emphasizes the fact that this defines the distribution prior to an
intervention, with the mechanism p(B | A) being unchanged by the intervention. These probability
vectors are sampled randomly from a uniform Dirichlet distribution:

⇡(1)
A

⇠ Dirichlet(1N ) (65)
⇡B|a ⇠ Dirichlet(1N ) 8a 2 [1, N ]. (66)

Given this training distribution, we can sample a large dataset of samples Dobs = {ai, bi}mi=1 for
the ground truth model, using ancestral sampling. Using Dobs, we can train all 4 modules using
gradient ascent on the log-likelihood (or any other advanced first-order optimizer, like RMSprop).
The parameters ✓A, ✓B|A, ✓B & ✓A|B of the maximum likelihood estimate will be used as the initial
parameters for the adaptation on the new transfer distribution.

Similar to the way we defined the training distribution, we can define a transfer distribution (p̃ in the
main text) as an intervention on the random variable A. In this experiment, this accounts for changing
the distribution of A, that is with a new probability vector ⇡(2)

A
, also sampled from a uniform Dirichlet

distribution
⇡(2)
A

⇠ Dirichlet(1N ). (67)

To perform adaptation on the transfer distribution, we also sample a smaller transfer dataset Dint =
{at, bt}Tt=1, with T ⌧ m. In our experiment, we used T = 20 datapoints, following the observation
from Section 2.1.

D.2 DISCRETE VARIABLES WITH MLP PARAMETRIZATION

We consider a bivariate model, similar to the one defined in Appendix D.1, where each random
variable is sampled from a categorical distribution. Instead of expressing the CPDs in tabular form,
we use structured CPDs, parametrized with multi-layer perceptrons (MLPs). In our experiment, all
the MLPs have only one hidden layer with H = 8 hidden units, with a ReLU non-linearity, and the
output layer has a softmax non-linearity. To avoid any modeling bias, we assume that the ground-truth
model is also parametrized by MLPs, such that

A ⇠ Categorical(MLP(0 ; WA)) (68)
B | A = a ⇠ Categorical(MLP(1[a] ; WB)) (69)
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where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
definition, as well as their corresponding parameters, are shown in Table D.2.

Table D.2: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables, and MLP parametrization. Model A ! B and Model B ! A
both have the same number of parameters 3NH + 2(N +H).

Distribution Module Parameters Dimension

Model p(A) p(xA = i ; ✓A) = [MLP(0 ; ✓A)]i ✓A NH +H +N
A ! B p(B | A) p(xB = j | xA ; ✓B|A) = [MLP(1[xA] ; ✓B|A)]j ✓B|A 2NH +H +N

Model p(B) p(xB = j ; ✓B) = [MLP(0 ; ✓B)]j ✓B NH +H +N
B ! A p(A | B) p(xA = i | xB ; ✓A|B) = [MLP(1[xB ] ; ✓A|B)]i ✓A|B 2NH +H +N

Again, to define the training distribution, we first fix the parameters W (1)
A

and WB . We use randomly
initialized networks for the training distribution, with the parameters sampled using the He initializa-
tion. We train all the modules using maximum likelihood on a large dataset of training samples Dobs,
to get the initial set of parameters for the adaptation on the transfer distribution.

We also define a transfer distribution as the result of an intervention on A. In this experiment, this
means sampling a new set of parameters W (2)

A
, still as a randomly initialized network. We sample a

transfer dataset Dint = {at, bt}Tt=1, with T = 20 datapoints.

D.3 CONTINUOUS MULTIMODAL VARIABLES

Consider a family of joint distributions pµ(A,B) over the causal variables A and B, defined by the
following structural causal model (SCM):

A ⇠ pµ(A) = N (µ,�2 = 4) (70)
B := f(A) +NB NB ⇠ N (0, 1), (71)

where f is a randomly generated spline, and the noise NB is sampled iid. from the unit Gaussian
distribution. To obtain the spline, we sample K points {xk}Kk=1 uniformly spaced from the interval
[�8, 8], and another K points {yk}Kk=1 uniformly randomly from the interval [�8, 8]. This yields K
pairs {xk, yk}Kk=1, which make the knots of a second-order spline. We choose K = 8 points in our
experiments.

The conditional distributions p(B | A) and p(A | B) are parametrized as 2-layer Mixture Den-
sity Networks (MDNs; Bishop, 1994), with 32 hidden units and 10 components. The marginal
distributions p(A) and p(B) are parametrized as Gaussian Mixture Models (GMMs), also with 10
components. The definition of the different modules, as well as their corresponding parameters, are
shown in Table D.3.

Table D.3: Description of the 2 models, with the parametrization of each module, for a bivariate
model with continuous multimodal variables. Model A ! B and Model B ! A both have the same
number of parameters 2,140.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = GMM(xA ; ✓A) ✓A 30
A ! B p(B | A) p(xB | xA ; ✓B|A) = MDN(xB , xA ; ✓B|A) ✓B|A 2,110

Model p(B) p(xB ; ✓B) = GMM(xB ; ✓B) ✓B 30
B ! A p(A | B) p(xA | xB ; ✓A|B) = MDN(xA, xB ; ✓A|B) ✓A|B 2,110

We select p0(A,B) as the training distribution, from which we sample a large dataset Dobs using
ancestral sampling. Similar to the earlier experiments, this dataset is used to get the initial set
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where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
definition, as well as their corresponding parameters, are shown in Table D.2.

Table D.2: Description of the 2 models, with the parametrization of each module, for a bivariate
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Again, to define the training distribution, we first fix the parameters W (1)
A

and WB . We use randomly
initialized networks for the training distribution, with the parameters sampled using the He initializa-
tion. We train all the modules using maximum likelihood on a large dataset of training samples Dobs,
to get the initial set of parameters for the adaptation on the transfer distribution.

We also define a transfer distribution as the result of an intervention on A. In this experiment, this
means sampling a new set of parameters W (2)

A
, still as a randomly initialized network. We sample a

transfer dataset Dint = {at, bt}Tt=1, with T = 20 datapoints.
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Consider a family of joint distributions pµ(A,B) over the causal variables A and B, defined by the
following structural causal model (SCM):

A ⇠ pµ(A) = N (µ,�2 = 4) (70)
B := f(A) +NB NB ⇠ N (0, 1), (71)

where f is a randomly generated spline, and the noise NB is sampled iid. from the unit Gaussian
distribution. To obtain the spline, we sample K points {xk}Kk=1 uniformly spaced from the interval
[�8, 8], and another K points {yk}Kk=1 uniformly randomly from the interval [�8, 8]. This yields K
pairs {xk, yk}Kk=1, which make the knots of a second-order spline. We choose K = 8 points in our
experiments.

The conditional distributions p(B | A) and p(A | B) are parametrized as 2-layer Mixture Den-
sity Networks (MDNs; Bishop, 1994), with 32 hidden units and 10 components. The marginal
distributions p(A) and p(B) are parametrized as Gaussian Mixture Models (GMMs), also with 10
components. The definition of the different modules, as well as their corresponding parameters, are
shown in Table D.3.

Table D.3: Description of the 2 models, with the parametrization of each module, for a bivariate
model with continuous multimodal variables. Model A ! B and Model B ! A both have the same
number of parameters 2,140.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = GMM(xA ; ✓A) ✓A 30
A ! B p(B | A) p(xB | xA ; ✓B|A) = MDN(xB , xA ; ✓B|A) ✓B|A 2,110

Model p(B) p(xB ; ✓B) = GMM(xB ; ✓B) ✓B 30
B ! A p(A | B) p(xA | xB ; ✓A|B) = MDN(xA, xB ; ✓A|B) ✓A|B 2,110

We select p0(A,B) as the training distribution, from which we sample a large dataset Dobs using
ancestral sampling. Similar to the earlier experiments, this dataset is used to get the initial set
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with ⇡A a probability vector of size N , and ⇡B|a a probability vector of size N , which depends on
the value of the variable A. In our experiment, each random variable can take one of N = 10 or
N = 100 values. Since we are working with only two variables, the only two possible models are:

• Model A ! B: p(A,B) = p(A)p(B | A)

• Model B ! A: p(A,B) = p(B)p(A | B)

We build 4 different modules, corresponding to every possible marginal and conditional distributions.
Here, we use multinomial logistic Conditional Probability Distributions (Koller & Friedman, 2009).
The modules’ definition, and their corresponding parameters, are shown in Table D.1.

Table D.1: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables. Model A ! B and Model B ! A both have the same number
of parameters N2 +N .

Distribution Module Parameters Dimension

Model p(A) p(xA = i ; ✓A) = [softmax(✓A)]i ✓A N
A ! B p(B | A) p(xB = j | xA = i ; ✓B|A) = [softmax(✓B|A(i))]j ✓B|A N2

Model p(B) p(xB = j ; ✓B) = [softmax(✓B)]j ✓B N
B ! A p(A | B) p(xA = i | xB = j ; ✓A|B) = [softmax(✓A|B(j))]i ✓A|B N2

In order to get a set of initial parameters, we first train all 4 modules on a training distribution (p in
the main text). This distribution corresponds to a fixed choice of ⇡(1)

A
and ⇡B|a (for all N possible

values of a). The superscript in ⇡(1)
A

emphasizes the fact that this defines the distribution prior to an
intervention, with the mechanism p(B | A) being unchanged by the intervention. These probability
vectors are sampled randomly from a uniform Dirichlet distribution:

⇡(1)
A

⇠ Dirichlet(1N ) (65)
⇡B|a ⇠ Dirichlet(1N ) 8a 2 [1, N ]. (66)

Given this training distribution, we can sample a large dataset of samples Dobs = {ai, bi}mi=1 for
the ground truth model, using ancestral sampling. Using Dobs, we can train all 4 modules using
gradient ascent on the log-likelihood (or any other advanced first-order optimizer, like RMSprop).
The parameters ✓A, ✓B|A, ✓B & ✓A|B of the maximum likelihood estimate will be used as the initial
parameters for the adaptation on the new transfer distribution.

Similar to the way we defined the training distribution, we can define a transfer distribution (p̃ in the
main text) as an intervention on the random variable A. In this experiment, this accounts for changing
the distribution of A, that is with a new probability vector ⇡(2)

A
, also sampled from a uniform Dirichlet

distribution
⇡(2)
A

⇠ Dirichlet(1N ). (67)

To perform adaptation on the transfer distribution, we also sample a smaller transfer dataset Dint =
{at, bt}Tt=1, with T ⌧ m. In our experiment, we used T = 20 datapoints, following the observation
from Section 2.1.

D.2 DISCRETE VARIABLES WITH MLP PARAMETRIZATION

We consider a bivariate model, similar to the one defined in Appendix D.1, where each random
variable is sampled from a categorical distribution. Instead of expressing the CPDs in tabular form,
we use structured CPDs, parametrized with multi-layer perceptrons (MLPs). In our experiment, all
the MLPs have only one hidden layer with H = 8 hidden units, with a ReLU non-linearity, and the
output layer has a softmax non-linearity. To avoid any modeling bias, we assume that the ground-truth
model is also parametrized by MLPs, such that

A ⇠ Categorical(MLP(0 ; WA)) (68)
B | A = a ⇠ Categorical(MLP(1[a] ; WB)) (69)
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where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
definition, as well as their corresponding parameters, are shown in Table D.2.

Table D.2: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables, and MLP parametrization. Model A ! B and Model B ! A
both have the same number of parameters 3NH + 2(N +H).

Distribution Module Parameters Dimension

Model p(A) p(xA = i ; ✓A) = [MLP(0 ; ✓A)]i ✓A NH +H +N
A ! B p(B | A) p(xB = j | xA ; ✓B|A) = [MLP(1[xA] ; ✓B|A)]j ✓B|A 2NH +H +N

Model p(B) p(xB = j ; ✓B) = [MLP(0 ; ✓B)]j ✓B NH +H +N
B ! A p(A | B) p(xA = i | xB ; ✓A|B) = [MLP(1[xB ] ; ✓A|B)]i ✓A|B 2NH +H +N

Again, to define the training distribution, we first fix the parameters W (1)
A

and WB . We use randomly
initialized networks for the training distribution, with the parameters sampled using the He initializa-
tion. We train all the modules using maximum likelihood on a large dataset of training samples Dobs,
to get the initial set of parameters for the adaptation on the transfer distribution.

We also define a transfer distribution as the result of an intervention on A. In this experiment, this
means sampling a new set of parameters W (2)

A
, still as a randomly initialized network. We sample a

transfer dataset Dint = {at, bt}Tt=1, with T = 20 datapoints.

D.3 CONTINUOUS MULTIMODAL VARIABLES

Consider a family of joint distributions pµ(A,B) over the causal variables A and B, defined by the
following structural causal model (SCM):

A ⇠ pµ(A) = N (µ,�2 = 4) (70)
B := f(A) +NB NB ⇠ N (0, 1), (71)

where f is a randomly generated spline, and the noise NB is sampled iid. from the unit Gaussian
distribution. To obtain the spline, we sample K points {xk}Kk=1 uniformly spaced from the interval
[�8, 8], and another K points {yk}Kk=1 uniformly randomly from the interval [�8, 8]. This yields K
pairs {xk, yk}Kk=1, which make the knots of a second-order spline. We choose K = 8 points in our
experiments.

The conditional distributions p(B | A) and p(A | B) are parametrized as 2-layer Mixture Den-
sity Networks (MDNs; Bishop, 1994), with 32 hidden units and 10 components. The marginal
distributions p(A) and p(B) are parametrized as Gaussian Mixture Models (GMMs), also with 10
components. The definition of the different modules, as well as their corresponding parameters, are
shown in Table D.3.

Table D.3: Description of the 2 models, with the parametrization of each module, for a bivariate
model with continuous multimodal variables. Model A ! B and Model B ! A both have the same
number of parameters 2,140.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = GMM(xA ; ✓A) ✓A 30
A ! B p(B | A) p(xB | xA ; ✓B|A) = MDN(xB , xA ; ✓B|A) ✓B|A 2,110

Model p(B) p(xB ; ✓B) = GMM(xB ; ✓B) ✓B 30
B ! A p(A | B) p(xA | xB ; ✓A|B) = MDN(xA, xB ; ✓A|B) ✓A|B 2,110

We select p0(A,B) as the training distribution, from which we sample a large dataset Dobs using
ancestral sampling. Similar to the earlier experiments, this dataset is used to get the initial set
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where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
definition, as well as their corresponding parameters, are shown in Table D.2.

Table D.2: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables, and MLP parametrization. Model A ! B and Model B ! A
both have the same number of parameters 3NH + 2(N +H).

Distribution Module Parameters Dimension
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Model p(B) p(xB = j ; ✓B) = [MLP(0 ; ✓B)]j ✓B NH +H +N
B ! A p(A | B) p(xA = i | xB ; ✓A|B) = [MLP(1[xB ] ; ✓A|B)]i ✓A|B 2NH +H +N

Again, to define the training distribution, we first fix the parameters W (1)
A

and WB . We use randomly
initialized networks for the training distribution, with the parameters sampled using the He initializa-
tion. We train all the modules using maximum likelihood on a large dataset of training samples Dobs,
to get the initial set of parameters for the adaptation on the transfer distribution.

We also define a transfer distribution as the result of an intervention on A. In this experiment, this
means sampling a new set of parameters W (2)

A
, still as a randomly initialized network. We sample a

transfer dataset Dint = {at, bt}Tt=1, with T = 20 datapoints.

D.3 CONTINUOUS MULTIMODAL VARIABLES

Consider a family of joint distributions pµ(A,B) over the causal variables A and B, defined by the
following structural causal model (SCM):

A ⇠ pµ(A) = N (µ,�2 = 4) (70)
B := f(A) +NB NB ⇠ N (0, 1), (71)

where f is a randomly generated spline, and the noise NB is sampled iid. from the unit Gaussian
distribution. To obtain the spline, we sample K points {xk}Kk=1 uniformly spaced from the interval
[�8, 8], and another K points {yk}Kk=1 uniformly randomly from the interval [�8, 8]. This yields K
pairs {xk, yk}Kk=1, which make the knots of a second-order spline. We choose K = 8 points in our
experiments.

The conditional distributions p(B | A) and p(A | B) are parametrized as 2-layer Mixture Den-
sity Networks (MDNs; Bishop, 1994), with 32 hidden units and 10 components. The marginal
distributions p(A) and p(B) are parametrized as Gaussian Mixture Models (GMMs), also with 10
components. The definition of the different modules, as well as their corresponding parameters, are
shown in Table D.3.

Table D.3: Description of the 2 models, with the parametrization of each module, for a bivariate
model with continuous multimodal variables. Model A ! B and Model B ! A both have the same
number of parameters 2,140.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = GMM(xA ; ✓A) ✓A 30
A ! B p(B | A) p(xB | xA ; ✓B|A) = MDN(xB , xA ; ✓B|A) ✓B|A 2,110

Model p(B) p(xB ; ✓B) = GMM(xB ; ✓B) ✓B 30
B ! A p(A | B) p(xA | xB ; ✓A|B) = MDN(xA, xB ; ✓A|B) ✓A|B 2,110

We select p0(A,B) as the training distribution, from which we sample a large dataset Dobs using
ancestral sampling. Similar to the earlier experiments, this dataset is used to get the initial set

17

Under review as a conference paper at ICLR 2020

where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
definition, as well as their corresponding parameters, are shown in Table D.2.

Table D.2: Description of the 2 models, with the parametrization of each module, for a bivariate
model with discrete random variables, and MLP parametrization. Model A ! B and Model B ! A
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and WB . We use randomly
initialized networks for the training distribution, with the parameters sampled using the He initializa-
tion. We train all the modules using maximum likelihood on a large dataset of training samples Dobs,
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We also define a transfer distribution as the result of an intervention on A. In this experiment, this
means sampling a new set of parameters W (2)
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, still as a randomly initialized network. We sample a

transfer dataset Dint = {at, bt}Tt=1, with T = 20 datapoints.

D.3 CONTINUOUS MULTIMODAL VARIABLES

Consider a family of joint distributions pµ(A,B) over the causal variables A and B, defined by the
following structural causal model (SCM):

A ⇠ pµ(A) = N (µ,�2 = 4) (70)
B := f(A) +NB NB ⇠ N (0, 1), (71)

where f is a randomly generated spline, and the noise NB is sampled iid. from the unit Gaussian
distribution. To obtain the spline, we sample K points {xk}Kk=1 uniformly spaced from the interval
[�8, 8], and another K points {yk}Kk=1 uniformly randomly from the interval [�8, 8]. This yields K
pairs {xk, yk}Kk=1, which make the knots of a second-order spline. We choose K = 8 points in our
experiments.

The conditional distributions p(B | A) and p(A | B) are parametrized as 2-layer Mixture Den-
sity Networks (MDNs; Bishop, 1994), with 32 hidden units and 10 components. The marginal
distributions p(A) and p(B) are parametrized as Gaussian Mixture Models (GMMs), also with 10
components. The definition of the different modules, as well as their corresponding parameters, are
shown in Table D.3.

Table D.3: Description of the 2 models, with the parametrization of each module, for a bivariate
model with continuous multimodal variables. Model A ! B and Model B ! A both have the same
number of parameters 2,140.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = GMM(xA ; ✓A) ✓A 30
A ! B p(B | A) p(xB | xA ; ✓B|A) = MDN(xB , xA ; ✓B|A) ✓B|A 2,110

Model p(B) p(xB ; ✓B) = GMM(xB ; ✓B) ✓B 30
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We select p0(A,B) as the training distribution, from which we sample a large dataset Dobs using
ancestral sampling. Similar to the earlier experiments, this dataset is used to get the initial set
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where 0 is a vector of size N will all zeros, and 1[a] is a one-hot vector of size N . WA and WB

summarize the parameters of the ground truth model, with the weights and biases for the 2 layers.
Similar to the tabular representation, we define 4 different modules, this time using MLPs. Their
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where µ 2 Rd, �0 2 Rd and �1 2 Rd⇥d. ⌃ and e⌃ are two d ⇥ d covariance matrices. In our
experiment, d = 100. Once again, we want to identify the correct causal direction between A and B.
To do so, we consider two models A ! B and B ! A parametrized with Gaussian distributions.
The details of the modules’ definitions, as well as their parameters, is given in Table D.4. Note that
each covariance matrix is parametrized using the Cholesky decomposition.

Table D.4: Description of the 2 models, with the parametrization of each module, for a bivariate
model with linear Gaussian variables. Model A ! B and Model B ! A both have the same number
of parameters 2d2 + 3d.

Distribution Module Parameters Dimension

Model p(A) p(xA ; ✓A) = N (xA | µA,⌃A) µA,⌃A d(d+ 1)/2 + d
A ! B p(B | A) p(xB | xA ; ✓B|A) = N (xB | W1xA +W0,⌃B|A) W1,W0,⌃B|A 3d(d+ 1)/2

Model p(B) p(xB ; ✓B) = N (xB | µB ,⌃B) µB ,⌃B d(d+ 1)/2 + d
B ! A p(A | B) p(xA | xB ; ✓A|B) = N (xA | V1xB + V0,⌃A|B) V1, V0,⌃A|B 3d(d+ 1)/2

To build the training distribution, we draw µ(1), �0 and �1 from a Gaussian distribution, and ⌃(1)

and e⌃ from an inverse Wishart distribution. The transfer distribution is the result of an intervention
on A, meaning that the marginal p̃(A) changes. To do so, we sample new parameters µ(2) from a
Gaussian distribution, and ⌃(2) from an inverse Wishart distribution as well.

Unlike the previous experiments, we are not conduction any pre-training on actual data from the
training distribution. Instead, we fix the parameters of both models to their exact values, according to
the ground truth distribution. For Model A ! B, this can be done easily. For the Model B ! A,
we compute the exact parameters analytically using Bayes rule. This can be seen as the maximum
likelihood estimate in the limit of infinite data. In Figure D.3, we show that, after 200 episodes, �(�)
converges to 1, indicating the success of the method on this particular task.

Figure D.3: Convergence of the causal belief (to the correct answer) as a function of the number of
meta-learning episodes, for the linear Gaussian experiments.

E MORE THAN TWO CAUSAL HYPOTHESES

In Section 3.2, we defined the meta-transfer objective only in the context of bivariate models. The
challenge with learning the structure of graphs on n variables is that there is a super-exponential
number of DAGs on n variables, making the problem of structure learning NP-hard (Chickering,
2002a). If we were to naively extend the meta-transfer objective to graphs on n > 2 variables, this
would require adaptation of 2O(n2) different models (hypotheses), which is intractable.

Instead, we can decouple the optimization of the graph from the acyclicity constraint, since causal
graphs can have cycles (Peters et al., 2017). This constraint can be enforced as an extra penalty to the
meta-transfer objective (Zheng et al., 2018). We consider the problem of optimization on the graph as
O(n2) independent binary decisions on whether Vj is a parent (or direct cause) of Vi. Motivated by
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We also experimented with A and B being continuous random variables, where they follow either
multimodal distributions, or they are linear and Gaussian. Similar to Figure 2, we found that
the structural parameter �(�) consistently converges to the correct causal model as well. See
Appendix D.3 and Appendix D.4 for details about these experiments.

4 REPRESENTATION LEARNING

So far, we have assumed that all the variables in the causal graph are fully observed. However, in many
realistic scenarios for learning agents, the learner might only have access to low-level observations
(e.g. sensory-level data, like pixels or acoustic samples), which are very unlikely to be individually
meaningful as causal variables. In that case, our assumption that the changes in distributions are
localized might not hold at this level of observed data. To tackle this, we propose to follow the deep
learning objective of disentangling the underlying causal variables (Bengio et al., 2013), and learn
a representation in which the variables can be meaningfully be cause or effect for each other. Our
approach is to jointly learn this representation, as well as the causal graph over the latent variables.

We consider the simplest setting where the learner maps raw observations to a hidden representation
space with two causal variables, via an encoder E . The encoder is trained such that this latent space
helps to optimize the meta-transfer objective described in Section 3. We consider the parameters
of the encoder, as well as � (see Section 3.2), as part of the set of structural meta-parameters to
be optimized. We assume that we have two raw observed variables (X,Y ), generated from the
true causal variables (A,B) via the action of a ground truth decoder D (or generator network), that
the learner is not aware of. This allows us to still have the ability to intervene on the underlying
causal variables (e.g. to shift from training to transfer distributions) for the purpose of conducting
experiments, while the learner only sees data from (X,Y ).

R(✓D) R(✓E)

(A,B) (X,Y ) (U, V )Decoder D Encoder E

A B

U

U

V

V

or

Figure 3: The complete experimental setup. The ground-truth variables (A,B) are assumed to
originate from the true underlying causal model, but the observations available to the learner are
samples from (X,Y ). The observed variables (X,Y ) are derived from (A,B) via the action of a
decoder D. The encoder E must be learned to undo this action of the decoder, and thereby recover
the true causal variables up to symmetries. The faded components to the left are hidden to the model.

In this experiment, we only want to validate the proposed meta-objective as a way to recover a good
encoder, and we assume that both the decoder D and the encoder E are rotations, whose angles are
✓D and ✓E respectively. The encoder maps the raw observed variables (X,Y ) to the latent variables
(U, V ), over which we want to infer the causal graph. Similar to our experiments in Section 3.3, we
assume that the underlying causal graph is A ! B, and the transfer distribution p̃ (now over (X,Y ))
is the result of an intervention over A. Therefore, the encoder should ideally recover the structure
U ! V in the learned latent space, along with the angle of the encoder ✓E = �✓D. However,
since the encoder is not uniquely defined, V ! U might also be a valid solution, if the encoder is
✓E = �⇡/2� ✓D. In Figure 4, we consider that the learner succeeds, since both structural parameters
converge to one of the two options. This shows how minimizing the meta-transfer objective can
disentangle (here in a very simple setting) the ground-truth variables.

5 DISCUSSION & FUTURE WORK

Although this paper focuses on the causal graph, the proposed objective is motivated by the more
general question of discovering the underlying causal variables and their dependencies to explain the
environment of the learner, and make it possible for that learner to plan appropriately under changes
due to interventions, either from self or from another agent. The discovery of underlying explanatory
variables has come under different names, in particular the notion of disentangling underlying
variables (Bengio et al., 2013; Locatello et al., 2019), and studied in the causal setting (Chalupka
et al., 2015; 2017) and domain adaptation (Magliacane et al., 2018). This paper is also related to
meta-learning (Finn et al., 2017; Finn, 2018; Alet et al., 2018; Dasgupta et al., 2019), to Bayesian
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§ The approach does not require the learner to know what the 
action/intervention was (But it could do inference over interventions). 

§ More efficient learning if you can experiment and thus test hypotheses about 
Cause & Effect

§ How to the meta-transfer methods in real world scenarios (e.g., domain 
adaptation/generalization, data augmentation, etc.)

§ How to derive stronger in the aspect of generalization to make the approach 
more sound?

§ … …



References
1. Bengio Y, Deleu T, Rahaman N, Ke R, Lachapelle S, Bilaniuk O, Goyal A, Pal C. A meta-transfer objective for learning to

disentangle causal mechanisms. 2019.
2. Bengio, Y., Courville, A. and Vincent, P., 2013. Representation learning: A review and new perspectives. IEEE transactions

on pattern analysis and machine intelligence, 35(8), pp.1798-1828.
3. Pearl, J. and Mackenzie, D., 2018. The book of why: the new science of cause and effect. Basic Books.
4. Ke, N.R., Bilaniuk, O., Goyal, A., Bauer, S., Larochelle, H., Pal, C. and Bengio, Y., 2019. Learning Neural Causal Models

from Unknown Interventions. arXiv preprint arXiv:1910.01075.
5. Peters, Jonas, Dominik Janzing, and Bernhard Schölkopf. Elements of causal inference: foundations and learning

algorithms. MIT press, 2017.
6. Alet F, Lozano-Pérez T, Kaelbling LP. Modular meta-learning. 2018.
7. Finn, C., Abbeel, P. and Levine, S., 2017, August. Model-agnostic meta-learning for fast adaptation of deep networks. In

Proceedings of the 34th International Conference on Machine Learning-Volume 70 (pp. 1126-1135). JMLR. org.
8. Dasgupta I, Wang J, Chiappa S, Mitrovic J, Ortega P, Raposo D, Hughes E, Battaglia P, Botvinick M, Kurth-Nelson Z. Causal

reasoning from meta-reinforcement learning. 2019.
9. Storkey A. When training and test sets are different: characterizing learning transfer. Dataset shift in machine learning.

2009.
10. Schölkopf B, Janzing D, Peters J, Sgouritsa E, Zhang K, Mooij J. On causal and anticausal learning. ICML. 2012.
11. Ben-David S, Blitzer J, Crammer K, Kulesza A, Pereira F, Vaughan JW. A theory of learning from different domains.

Machine learning. 2010.



Thank You!


